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Abstract
We study the problem of High Dynamic Range (HDR) image reconstruction from a Standard Dynamic Range (SDR) input
with potential clipping artifacts. Instead of building a direct model that maps from SDR to HDR images as in previous work,
we decompose an input SDR image into a base (low frequency) and detail layer (high frequency), and treat reconstructing
these two layers as two separate problems. We propose a novel architecture that comprises individual components specially
designed to handle both tasks. Specifically, our base layer reconstruction component recovers low frequency content and re-
maps the color gamut of the input SDR, whereas our detail layer reconstruction component, which builds upon prior work
on image inpainting, hallucinates missing texture information. The output HDR prediction is produced by a final refinement
stage. We present qualitative and quantitative comparisons with existing techniques where our method achieves state-of-the-art
performance.

1. Introduction

Conventional capture and display devices, which typically employ
a 24-bit per pixel encoding format, can cover only a limited dy-
namic range and color gamut, known as SDR. This results highlight
in clipping and color over saturation problems in SDR imagery.
Clipped highlights lose the high-frequency texture information at
their brightest spots (texture is replaced by uniform colored re-
gions), and low-frequency luminance information of the highlights
are altered due to clipping. For such reasons, highlights are a chal-
lenge when converting SDR content to HDR.

Early work in Computer Graphics has heavily focused on the for-
ward tone mapping problem, where the goal is to map images from
HDR to SDR. Numerous new approaches have been proposed fol-
lowing seminal works [RSSF02], [War94], [TR93] on photographic
tone mapping, which found applications in photo and video edit-
ing, rendering, and display algorithms, among others. The work
on inverse tone mapping has been historically less fruitful due to
the inherent difficulty of the problem. The advent of effective data-
driven methods revived the interest in the inverse problem, however
existing approaches still suffer from various shortcomings that we
discuss in detail in this work.

Reconstructing HDR content from clipped SDR input is a diffi-
cult problem, as there is no obvious way of exactly reproducing the
missing signal in the input SDR content. Existing state-of-the-art
machine learning based HDR reconstruction methods either pre-
dict an HDR image directly [EKD∗17], [MYK∗18], [STKK20] or
bracket SDR images and merge them to an HDR image [EKM17],
[MBRHD18], [LJAK20]. While in practice much of the scene
detail can be captured bracketing multiple exposures [TKTS11],
[HKU15], capturing additional exposures complicates the capture

process, and introduces exposure alignment as an additional chal-
lenging task. Or modifying existing hardware and capturing differ-
ent exposures or coded images simultaneously [SHG∗16]. These
challenges can be circumvented by direct HDR prediction from a
single image, but these approaches may yield to results that are vi-
sually less plausible. Overall, reconstruction of fine-grained texture
information at clipped highlights remains an open challenge.

In this paper, we propose a novel hybrid network architecture,
which comprises specialized components to address specific HDR
image restoration subtasks. Our goal is to reconstruct visual de-
tails in SDR content that may be clipped due to quantization and
insufficient dynamic range. The main idea behind is attacking the
challenges of reconstructing a low-frequency luminance informa-
tion and high-frequency texture separately using two distinct con-
volutional networks. Additionally, a refinement network has been
employed for removing any remaining visual artifacts and produc-
ing the predicted HDR image.

Our experiments indicate that the proposed hybrid network
achieves significant improvements according to three different ob-
jective quality metrics over previous machine learning approaches.
Our qualitative evaluations show that the low-frequency informa-
tion can be reconstructed consistently and accurately. We also show
that our method is capable of hallucinating missing texture infor-
mation in a visually plausible manner. Our main contributions are
as follows:

• We propose a new two-step approach for HDR reconstruction
(Section 3), where we exploit the similarity between image in-
painting and the task of producing visually plausible texture in
overexposed regions.
• We introduce critical new components such as multi-layer mask-
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ing, structural similarity loss 3.2.2, and a separate refinement
network 3.2.3.
• Our method achieves state-of-the-art HDR reconstruction qual-

ity (Section 4.3).

Human Visual System (HVS) motivated hybrid architecture:

Our hybrid HDR reconstruction network design loosely follows
the inner workings of human visual perception. Our base layer
network for dynamic range and color gamut remapping is simi-
lar to the visual adaptation mechanism of the human visual system,
whereas our texture hallucination network mimics the visual com-
pletion process. We propose a novel 3-layer masking approach for
spatially localizing overexposed regions, which we show is crucial
for achieving high quality results. We also introduce a structure
similarity loss that yields visually plausible texture near saturated
regions without causing visual artifacts. We discuss the technical
aspects of our method in detail in the following sections.

2. Related Work

HDR image reconstruction Prior work on HDR image reconstruc-
tion can be broadly classified into conventional hand-crafted algo-
rithms and machine learning based approaches. Conventional al-
gorithms include inverse tone mapping operators (iTMO), which
can be further categorized into global and local iTMOs. Global iT-
MOs expand the dynamic range of the input image by applying
the same expansion function to all pixels of the image [AFR∗07],
[MSG17], [HZA∗17], whereas local iTMOs compute an expan-
sion map based on local or regional characteristics of the image,
which they use to conditionally expand the dynamic range of pix-
els [MDS06], [BLDC08], [KO14].

Machine learning based approaches include supervised deep
neural networks, which estimate higher order functions that map
SDR pixel values to HDR floating point values, and restore the
compressed dynamic range of the input SDR images. Eilerstsen
et al. [EKD∗17] proposed a U-net autoencoder architecture (HDR-
CNN), which reconstructs an HDR image by combining the input
SDR image and estimated HDR pixel colors in saturated regions.
This method tends to produce blurry results, which could partially
be attributed to the use of an L2 loss function. Endo et al. [EKM17]
proposed an autoencoder architecture (DrTMO), which infers a
multi-exposure images stack from a given SDR image, then merges
them to generate an HDR image. Similarly, Lee et al. [LJAK20],
[LAK18] proposed a generator-discriminator architecture which
recurrently generates higher or lower exposure images from im-
ages generated in the previous time steps. Such recurrent methods
need multiple forward computations for a single HDR reconstruc-
tion. Marnerides et al. [MBRHD18] proposed a three-branch archi-
tecture where each branch has been designed for different aspects
of the dynamic range expansion, including global, semi-local and
local feature extraction. However, it suffers from arbitrary range
expansion, and lack of detail reconstruction in the clipped region.
Other work focused on reconstructing details of low resolution sky
panoramas for image based lighting applications [HGSH∗17] . The
main shortcoming of this approach is the very limited resolution
of the permissible input images, which poses several limitations
for general purpose HDR image reconstruction. Recent work also

proposed architectures that tackle dynamic range expansion simul-
taneously with superresolution [KOK19], [KOK20]. Guided Filter
(GF) has been employed in [KOK20], whose resulting decomposed
images could suffer halo artifacts (HAs). In our case, we employ
the Weighted Least Squares (WLS) filter to avoid halo artifacts.
Our work solely focuses on HDR reconstruction, and as such the
output HDR prediction has the same resolution as the input SDR
image. Liu et al. [LLC∗20] proposed an architecture consisting of
serial subnetworks for learning a reverse process of the HDR image
tone mapping pipeline, which comprises three CNN networks for
reversing individual subtasks in TMO, including the dynamic range
clipping, non-linear mapping and quantization. An et al. [ALK19]
proposed an U-net like network architecture with partial convolu-
tional layers in the encoder for inpainting the masked under- or
over-exposed pixels in the input SDR image. Khan et al. [KKR19]
proposed an recurrent network architecture with feedback blocks
for HDR reconstruction, which enables a coarse-to-fine representa-
tion at every iteration. Santos et al. [STKK20] proposed an neural
network which contains feature masking mechanism at each con-
volutional layer and fine-tuned on a pre-trained inpainting model
for HDR reconstruction.

Image inpainting There also exists extensive deep learning
based works on image inpainting that address the challenge of
filling in holes in images with visually plausible textures. Yu et
al. [YLY∗18], [YLY∗19] proposed an image inpainting model by
adopting generative networks and a contextual attention module to
ensure the color and texture consistency of generated regions with
surroundings. Liu et al. proposed partial convolution [LRS∗18]
method for handling irregular masked regions, where the convolu-
tion is masked and re-normalized to utilize valid pixels only, then a
rule based mask update step is performed to recompute new masks.
These methods, however, are not specifically designed for HDR de-
tail reconstruction and thus fail to perform reliable for the problem
at hand.

3. Proposed Approach

An overview of the main building blocks of our method is given
in Figure 1. The proposed technique contains three stages: first, the
input SDR image is decomposed to corresponding base and detail
layers by using the Weighted Least Squares (WLS) filter [FFLS08].
Second, we introduce two independent deep networks designed for
HDR base layer reconstruction and detail layer reconstruction, re-
spectively. Finally, a refinement network combines the outcome of
the base and detail layer prediction networks for estimating the final
HDR image. All the HDR images have been encoded by PQ-OETF
(Perceptual Quantizer - SMPTE ST 2084) which follows the ITU-
R BT.2408-2 recomendation [itu], and then normalized to [0, 1] for
training and testing. We next describe each stage in more detail.

3.1. Edge-aware Image Decomposition and Masking

Edge-aware image decompositions find use in image enhancement
and HDR tone mapping applications. In our work, we use the
WLS filter [FFLS08], which prevents halo artifacts by minimiz-
ing a function whose data term penalizes the distance between the
original and filtered image. Our method starts by applying the WLS
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Figure 1: Overview of our proposed deep hybrid HDR reconstruction network.

filter to the input SDR image S to obtain the corresponding base
layer Sb, which contains the low frequency brightness and color
information, while also roughly retaining object boundaries. Next,
the detail layer Sd can simply be obtained by: Sd = S� Sb, where
� denotes element-wise division. The detail layer contains the re-
maining high frequency information, such as texture and fine de-
tails.

We also compute a three-layer mask M spanning all color chan-
nels c, which indicates the over-exposed and saturated regions
above a threshold τ,

Mc =
max(0,max(Sc

b)− τ)

1− τ
, (1)

where τ∈ [0.75, 0.995] in our experiments depending on the sever-
ity of the clipping artifacts. The numerator calculates a map ar-
ray where the pixel value in SDR image between tau and the max
pixel values in each channel. This mask Mc has been used for net-
work prediction (as described in Section 3.2.2) as well as pixel-wise
blending for the output of the network.

3.2. Hybrid HDR Reconstruction Network

We next discuss the reconstruction of an HDR base layer 3.2.1 and
HDR detail layer 3.2.2, as well as the final refinement 3.2.3 stage
of our method.

3.2.1. Base layer Reconstruction

In order to reconstruct the base layer we rely on an encoder-decoder
architecture, which has been successfully employed in numerous
applications, including dimensionality reduction [HS06], image
denoising [VLBM08], segmentation [RFB15]. We adopt a U-net
encoder-decoder architecture for our method’s HDR base layer re-
construction component. Different than their approach, however,
our objective for saturated pixels is not only to reconstruct the
rolled-off and saturated highlights in SDR images, but also to map

the dynamic range and color gamut from SDR to HDR for screen-
ing on HDR displays. In fact we defer the reconstruction of fine
details to our detail layer reconstruction component (Section 3.2.2).

Our encoder-decoder network learns a high dimensional SDR to
HDR conversion model fb that recovers the over-exposed regions
in the base layer, and maps the input SDR base layer image Sb
to extended dynamic ranges and wider color gamut (such as Rec.
2020) as Ĥb = fb (Sb;θ), where Ĥb denotes the reconstructed base
layer of an HDR image and the θ are model parameters. Figure 1
(a) illustrates an overview of the proposed fully convolutional ar-
chitecture of our base layer reconstruction network. An input image
Sb is encoded into a low dimensional latent representation, which
is then decoded to obtain the reconstructed base layer Ĥb. The skip
connections from each encoder layer to its corresponding decoder
layer have been added to improve local detail reconstruction while
decoding Ĥb. Max-pooling and upsampling have been employed in
the encoder and decoder, respectively. We train our network from
scratch with ReLU [NH10] activations for all layers.

The above problem can be formulated as an optimization task,
where the proposed network minimizes the average distance be-
tween a large set of predicted HDR base layers Ĥb, and reference
HDR base layer images Hb. As such we define our loss function Lb
as follows:

Lb =
1
N

N

∑
i=1

∣∣Hb− Ĥb
∣∣ (2)

where i is the pixel index and N refers to the total number of pixels.

In Figure 2 we show example CIE1931 chromaticity diagrams
of base layer reconstruction results of two different input images
where our proposed model accurately converts the input gamut
from SDR Rec. 709 to HDR Rec. 2020. Each plot point in the figure
represents one pixel from the image. We present additional results
and analysis later in Section 4.3.
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Figure 2: CIE 1931 chromaticity diagrams show that the color
gamut mapped from Rec. 709 to Rec. 2020.

Figure 3: Overview of the detail layer reconstruction network. The
partial convolution network component is trained with reconstruc-
tion loss and structure similarity loss explicitly, while the contextual
detail inpainting network component is trained with reconstruction,
global and local adversarial loss. See the text for details.

3.2.2. Detail Layer Reconstruction

Our main intuition is that reconstructing the missing details and
texture of the detail layer is analogous to image inpainting, where
the goal is to fill “holes” of an input image with plausible colors.
Thus we build upon previous work on inpainting for reconstruct-
ing the over-exposed or over-saturated texture information using
the surrounding contextual information. Our proposed detail layer
reconstruction network is shown in Figure 3.

Partial convolution inpainting network: As shown in Figure 3
(a), we propose a U-net like inpainting model. Instead of using a
single layer binary mask, in our method we propose a 3-layer mask
that marks over-exposed pixels separately for each color channel.
This modification is crucial for HDR reconstruction applications,
where over-saturation often only occurs in a subset of all color
channels of the SDR image. The per-channel mask allows our net-
work to harness the information left in the non-clipped channels of
otherwise clipped pixels. The main building block of our architec-
ture is stacked partial convolutional layers (PCL), which perform
partial convolution operation (3) and mask updates to perform im-
age inpainting, as described below for image channel c:

x′ =
{

λ if sum(1−Mc)> 0
0, otherwise

where, λ =W T (Xc� (1−Mc))α+b,
(3)

where W indicates the weights of the convolution filter, X denotes
the feature values for each layer, and M is the corresponding mask.
The � denotes element-wise multiplication and α is a scaling fac-
tor. The mask is updated if the inpainting operation succeeded to
fill at least one valid mask location.

The partial convolutional network is trained with the reconstruc-

tion loss Lrec and structure loss LSSIM. The reconstruction loss
function is defined as follows:

Lrec = 10×Lhole+Lvalid , where

Lhole =
∥∥M�

(
Ĥd−Hd

)∥∥
1 , Lvalid =

∥∥(1−M)�
(
Ĥd−Hd

)∥∥
1

(4)
whereLhole andLvalid are the L1 losses on the partial convolutional
network output for the hole and the non-hole areas, respectively.

Additionally, in order to train the inpainting network to produce
visually plausible texture patterns (structure) in the masked region,
the differentiable structure similarity index (SSIM) loss [ZGFK16]
has been employed. The SSIM loss consists of a brightness (l) and
a structure (s) similarity terms as below:

SSIM(p) =
2µĤd

µHd
+C1

µ2
Ĥd

+µ2
Hd

+C1︸ ︷︷ ︸
l(p)

·
2σĤd Hd

+C2

σ2
Ĥd

+σ2
Hd

+C2︸ ︷︷ ︸
s(p)

(5)

where p is a pixel in patch P. The loss function for SSIM can be
then written as: LSSIM(P) = 1

N ∑1−SSIM(p). We finally combine
the reconstruction loss and structure similarity loss functions using
the following formula:

Lp-conv = δ ·Lrec +(1−δ) ·LSSIM (6)

where we empirically set δ = 0.85 in our experiments.

Contextual detail inpainting network: We propose to augment
the partial convolutional network from the previous section with a
generative contextual detail inpainting network as shown in Figure
3 (b). The detail inpainting network contains a contextual attention
layer which is added onto the concept of [YLY∗18]. The contextual
attention layer learns where feature information should be copied
to from unsaturated surrounding features in latent space, so that
plausible texture is generated in the saturated (masked) locations.
For each patch, we measure the similarity ξi, j between the previous
inpainted masked feature fi with the surrounding features from the
unmasked regions g j using an inner product, as follows:

ξi, j =
fi ·g j

‖fi‖‖g j‖
(7)

where i and j denotes the feature index in f and g respectively.
The similarity score is then scaled by a softmax function for deriv-
ing the contextual attention score. The convolution and per-channel
softmax have been implemented for similarity comparison. Then,
the deconvolution has been applied for detail reconstruction from
the latent space.

We train the contextual inpainting network with a composed loss
function, Lcontext, including reconstruction (Lrec), structure simi-
larity, (LSSIM) and adversarial loss, where Lrec and LSSIM are the
same function as we used in our partial convolutional inpainting
network.

However, only using pixel level loss functions may lead the net-
work to produce blurry outputs. To tackle that we employ a modi-
fied version of Wasserstein GANs with gradient penalty [GAA∗17]
(WGAN-GP). This adversarial loss was applied on the contextual
network, which encouraged the network to hallucinate more plausi-
ble textures in this stage, but lets the partial convolutional network
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Refinement-net input Refinement-net output HDR Ref.
HDR-VDP-2

Refinement-net input
HDR-VDP-2

Refinement-net output

Figure 4: Visualization of HDR reconstructions with and without
the refinement network.

to fill coarse textures learned from the surrounding non-clipped re-
gion. Furthermore, the WGAN loss (LWGAN) has been attached
to both over-saturated (masked) regions and the whole image to
achieve a smooth transition between the inside and outside the
mask. The aggregate loss function of the proposed contextual in-
painting network can be formulated as follows:

Lcontext = ρ1 ·Lrec +ρ2 ·LSSIM +ρ3 ·LWGAN (8)

we empirically set ρ1 = 2, ρ2 = 1 and ρ3 = 0.01 respectively in our
experiments.

3.2.3. HDR Refinement Network

Our method’s final HDR reconstruction is produced by a refine-
ment network that takes the predicted base and detail layers as in-
put. Since we reconstruct base and detail layers independently, we
introduce the refinement network to ensure that the combination of
the two layers is as close as possible to the reference HDR. Figure 4
shows an example where we illustrate the effect of the refinement
network. The refinement network shares the same architecture as
the base layer network, as shown in Figure 1(c). The loss function
of the refinement network is formulated as given the final predicted
HDR image ĤHDR and the ground truth HHDR is given in Equa-
tion (2).

4. Experiments

In this section, we first discuss our HDR dataset for training and
testing, provide implementation details (Section 4.1) and train-
ing parameters (Section 4.2), and present quantitative and qualita-
tive comparisons with existing HDR reconstruction methods (Sec-
tion 4.3).

4.1. Dataset

In order to conduct our experiments we collected dataset of 1971
HDR images, which includes 106 HDR images from [Fai07], 247
images from [RHD∗10], 57 images from [sIB], 46 images from
[NKHE15], and 33 video sequences from [FGE∗14]. The video
frames have been sampled at a 9 frames interval. We put all of
the images together and split it to 80% and 20% for training and
testing respectively. In order to avoid bias, sampled sequences that
were used in the training weren’t included in the test set. The results
reported in Table 1 were produced by the 5-fold cross validation
test.

The SDR images have been generated by following the same
procedure which has been used in [EKD∗17]. The Camera response

curves (CRF) [GN03] have been employed for simulating the SDR
content, and we randomly cropped 320× 320 pixel patches from
the input images. At training time each patch has been further aug-
mented by varying the saturated and over-exposed pixels randomly
between 0.5%−25%, as well as by random flipping. All the HDR
images have been encoded by PQ-OETF (Perceptual Quantizer -
SMPTE ST 2084) which follows the ITU-R BT.2408-2 recomen-
dation [itu], and then normalized to [0, 1] for training and testing.

4.2. Implementation Details

At training time the base and detail layer reconstruction networks,
as well as the refinement stages were trained from scratch. We use
3× 3 kernel sizes to generate feature maps for all of the convolu-
tional layers in the base layer reconstruction network and the re-
finement network. Dropout regularization [SHK∗14] with 0.02 rate
has been applied for reducing overfitting and improving the gener-
alization of the proposed network. We use 7×7 kernel sizes for the
first layer of the partial convolutional layer, then 5×5 kernel sizes
for the second and third layer, 3×3 kernel sizes for the rest layers.
In the contextual inpainting network, 5× 5 kernel size has been
used for the first layer and 3×3 kernel size for the rest of the con-
volutional layers. For all our experiments we use the Adam [KB14]
optimizer with β1 = 0.9 and β2 = 0.999 for backpropagation with
a constant learning rate of 10−5. Different from [EKD∗17], we do
not apply batch normalization following each decoder layer. We
ran our experiments on a PC with an Intel i7-6700K CPU and an
NVIDIA GTX Titan-Xp GPU.

4.3. Performance Evaluations

4.3.1. Quantitative Comparison

We compare our method with four existing state-of-the-art HDR
image reconstruction methods: HDRCNN [EKD∗17], DrTMO
[EKM17], ExpandNet [MBRHD18] and Santos et al [STKK20].
All the models from the existing methods have been fine-tuned on
our database with the pre-trained models which were provided by
the authors. We evaluate the quantitative performance in terms of
three objective image quality metrics: PSNR, SSIM [WBS∗04] and
HDR-VDP-2 [NMDSLC15], which assess the fidelity of the recon-
structed HDRs with respect to the corresponding HDR references.
In Table 1 we report the mean and standard deviation σ of the as-
sessments from the three quality metrics†.

We tested each component of our network individually in or-
der to gain insights on their individual contributions to our full
method’s HDR reconstruction quality. The results of this experi-
ment is presented in the Baseline rows of Table 1. For objective
evaluation, the reconstructed HDR images have been converted
back to original space by applying a PQ-EOTF [itu] and compare
with original HDR ground truth.

Specifically, in our first baseline evaluation (B-net only) the base
layer of an input SDR image Sb is processed by our base layer re-
construction network to obtain the corresponding HDR base layer

† We additionally provide PU-PSNR and PU-SSIM results, that utilize the
perceptually uniformity (PU) encoding [AMS08]
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Method
PSNR (dB) SSIM HDR-VDP-2

mean σ mean σ mean σ

HDRCNN [EKD∗17] 26.4764 6.4712 0.9436 0.0485 58.9212 7.0062
DrTMO [EKM17] 16.0485 3.6543 0.7630 0.0729 54.8823 5.9061
ExpandNet [MBRHD18] 22.2337 5.1583 0.7503 0.2301 55.8475 5.1539
Santos et al. [STKK20] 28.1983 5.9414 0.9467 0.0368 60.3483 4.6472

B
as

el
in

e
B-net only 26.0085 5.8249 0.9336 0.0749 58.5328 5.6136
D-net only 22.0855 5.6771 0.9018 0.0751 53.3515 3.8904
R-net only 26.2183 5.6563 0.9211 0.0758 57.7282 5.5863
(B+Dpart.)-net 27.8345 5.4862 0.9413 0.0774 59.7487 3.3871
(B+D)-net 28.6193 5.8281 0.9432 0.0739 60.3515 3.8904

Proposed (B+D+R)-net 30.5651 6.5180 0.9571 0.0248 62.7282 5.7179

Table 1: HDR reconstruction performance of our method compared to various baselines and state-of-the-art methods. See text for details.

Figure 5: Example results from our test set, where we show an SDR input image (a), its base layer (b) and detail layer (e). The corresponding
base and detail layer predictions are shown in (c) and (f). We also show the HDR reference (i) and its base (d) and detail (g) layers. Our final
HDR prediction is shown in (h).

reconstruction Ĥb. We then combine Ĥb with the original detail
layer of the image Sd , which we then compare with the corre-
sponding ground-truth HDR using objective quality metrics. Anal-
ogously, in the second experiment (D-net only) the detail layer
reconstruction Ĥd is combined with the original base layer Sb
for quality assessment. The (B+D)-net experiment, evaluates the
combination of both Ĥb and Ĥd , but by excluding the contribu-
tion of the refinement network. In order to test the performance of
the individual component in the D-net, an ablation study is con-

structed with the (B+Dpart.)-net, where Dpart. denotes that only
the partial convolutional network has been employed in the D-net,
as illustrated in Figure 3(a). Finally, we also report applying the
refinement network directly to the SDR image S in the R-net only
experiment.

The results presented in Table 1 leads to several interesting con-
clusions. First, we observe that the reconstruction quality of B-net
only and R-net only configurations are similar, which we mainly
attribute to the fact that they share the same architecture. Interest-
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Figure 6: Comparison of our method’s results with state-of-the-art techniques. Input SDR image (a) and corresponding crops (b) are shown
on the right. We present results from DrTMO [EKM17] (c), ExpandNet [MBRHD18] (d), HDRCNN [EKD∗17] (e), Santos et al. [STKK20]
(f) and our model (g). The reference HDR is shown in (h), and HDR-VDP-2 visible difference map is given in (i).

ingly, the performance of both configurations is also comparable to
HDRCNN that similarly utilizes an encoder-decoder architecture.
Note that both theR-net only configuration in our baseline experi-
ment, as well as HDRCNN do not involve any layer decomposition
in contrast to our proposed method. The consistent performance
level of these three (‘B-net only’, ‘R-net only’ and HDRCNN) sim-
ilar but independently trained approaches suggest a limit to what
we can expect from using conventional encoder-decoder architec-
tures on images without layer decomposition. Results can be seen
in Figures 5 and 6.

Our second observation from Table 1 is that by implementing
our main idea of utilizing a base and detail layer decomposition
and reconstructing of both layers using specially designed network
components (Experiments (B+Dpart.)-net and (B+D)-net), we
already achieve a noticeable improvement upon the state-of-the-
art in average reconstruction quality on our testing set. Specifi-
cally, the D-net achieved the best performance when used with the

partial conv. network and the contextual detail inpainting network
((B+D)-net row in Table 1). Results of this ablation studies can
be seen in Figure 8 and the Supplementary material. This outcome
supports our starting hypothesis that the reconstruction of base and
detail layers are two separate problems that should be treated inde-
pendently.

Specifically from experiment D-net only we also observe that
a configuration that focuses solely on inpainting clipped details
does not result in overall good HDR reconstruction quality. This
outcome suggests that using existing inpainting networks by them-
selves for HDR reconstruction is unlikely to yield high quality re-
sults.

Moreover, we do not only evaluate the performance of the pro-
posed method on the whole image, but also the reconstruction per-
formance in the over-exposed regions (τ ≥ 0.95) have been esti-
mated individually, where PSNR values have been calculated as
listed in Table 2. The results indicate that our proposed method has
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Figure 7: Example results produced by the detail reconstruction network with the 1-layer binary mask and 3-layer mask for each color
channel respectively.

better reconstruction performance and robustness over all the com-
pared methods.

Method
PSNR (dB) PU-PSNR (dB)

mean σ mean σ

HDRCNN [EKD∗17] 22.293 8.584 38.751 9.423
DrTMO [EKM17] 23.904 6.935 35.275 7.168
ExpandNet [MBRHD18] 19.914 5.759 32.186 8.873
Santos et al [STKK20] 27.580 3.662 41.153 4.845

Proposed 31.185 4.921 43.756 5.243

Table 2: Evaluation of the detail reconstruction performance in the
over-exposed region.

Finally, Table 1 shows the clear advantage of using our full

method as compared to both previous work and any of the con-
figurations we discussed so far. In the next section, we continue
our discussion with a qualitative analysis of our method’s results.

4.3.2. Qualitative Comparison

Observation of subnetworks performance: We present a visual
comparison of our base and detail layer reconstructions, along with
our full HDR reconstruction with respect to corresponding ground-
truth images in Figure 5. The results show that our method’s base
layer reconstruction is consistently accurate and visually close to
the ground-truth base layers. The figure also illustrates various in-
stances where clipped high-frequency textures have been recov-
ered, such as the details of the flame (top row), and the small lamps
(row 4) that have been noticeably clipped in the input SDR. Over-
all our method results in visually plausible results that are visually
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Figure 8: Example results of the ablation study of the Detail recon-
struction network where the network with and without the contex-
tual detail inpainting subnetwork component.

comparable to the corresponding ground-truth HDR images. Note
that all the HDR images shown in this paper are encoded by PQ and
converted to sRGB color space for visualization on a SDR monitor
and printed paper, which follows the ITU-R BT.2408-2 recommen-
dation [itu].

Comparisons with other methods: In Figure 6 we present qual-
itative comparisons between our method and the three state-of-
the-art HDR reconstruction methods we discussed earlier in Sec-
tion 4.3.1. The input SDR images in this figure fail to capture
the detailed textures in the highlight regions of the correspond-
ing ground-truth HDR images. Overall, both DrTMO [EKM17]
and ExpandNet [MBRHD18] suffer from visual artifacts in both
HDR brightness approximation and detail reconstruction in the
highlights. Consistent with our analysis from Section 4.3.1, HDR-
CNN [EKD∗17] produces visually more plausible results com-
pared to the other two methods, but their technique still suffers
from color shift artifacts and over-shooting problems. Santos et
al.’s [STKK20] method produces plausible texture hallucination re-
sults compared to aforementioned methods, however banding arti-
facts around overexposed regions and color inconsistency issues
observed in the reconstructed HDR image. Our method in contrast
is capable of reproducing the target HDR images with noticeably
higher fidelity compared to existing work.

3-layer vs 1-layer mask ablation study: Our detail layer texture
reconstruction network with a 3-layer mask is described in Section
3.2.2, and allows us to utilize information in different color chan-
nels efficiently. In contrast to a single layer mask, the 3-layer mask
marks over-exposed image regions in all three color channels. Fig-
ure 7 shows example results of the output of the detail reconstruc-
tion network with the 3-layer masks and single-layer masks as the
input. As shown in the first row, the light bulbs can be reconstructed
plausibly with the 3-layer mask; in the second row, the textures of
the sparks, flame and the wall in the background can be plausi-

Figure 9: Example images show that the proposed method is ca-
pable of hallucinates visually plausible textures that do not exist in
the HDR reference.

Figure 10: A challenging case where our method fails to recon-
struct the texture.

bly reconstructed; in the third row, the texture of the over-exposed
flower and the highlight region of the vase has been reconstructed;
in the fourth row, the texture of the tree leaves can be reconstructed
with the 3-layer mask.

D-net ablation study: We present a visual comparison of the De-
tail reconstruction network with & without the contextual detail
inpainting component. Figure 8 shows example results which in-
dicate that the D-net with both partial convolutions and contextual
detail inpainting components predicts more detailed and plausible
texture in the overexposed region than a single component (with
partial convolution component only) setting. Further results can be
found in the supplementary material.

4.4. Discussion and Limitations

At times we encounter cases where the reference HDR image
contains over-exposed or saturated regions, such as the examples
shown in Figure 9 (a) and (b). Due to our specialized network de-
sign for high frequency texture reconstruction in the detail layer,
our proposed method is able to hallucinate visually plausible tex-
tures in the over-exposed region even when no such texture exists in
the HDR reference. (Figure 9 (c)). While such hallucinated textures
might be desirable in many cases, they are classified as distortions
by quality metrics such as PSNR/SSIM/HDR-VDP-2 that interpret
any deviation from the ground-truth as a degradation (as illustrated
in Figure 9 (e)). Subjective quality assessment could be one of the
options for further evaluating the results.

In other cases when the SDR input is severely clipped (as in
Figure 10), our proposed method tends to suffer from banding and
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Figure 11: Reconstructed HDR quality vs. percentage of the
clipped pixels of SDR input.

color shift artifacts in the over-exposed regions. Including such ex-
treme cases in our training dataset might alleviate such artifacts to
a certain extent.

We also analyze the influence of the over-exposed region size of
the SDR input image to the quality of the reconstructed HDR im-
age on our testing dataset. Figure 11 shows a scatter plot of all data
points, as well as a simple linear fit to each individual method’s
data points for illustrating the general trends. Consistent with our
findings from Section 4.3, our method significantly outperforms
previous techniques especially when the total number of overex-
posed pixels of the input image does not exceed 20% of all image
pixels. On the other hand, the plot also reveals that our method
reconstruction quality is inversely proportional with respect to the
size of the overexposed regions. This observation is consistent with
the comparable performance drop of state-of-the-art inpainting net-
works when faced with relatively large image holes. While han-
dling clipped regions of a relative size larger than 20% is a limita-
tion of our method, fortunately for most practical applications the
clipped regions are often smaller and well within the range where
our method is capable of accurately reproducing HDR images. Fig-
ure 12 illustrates a stress test comparison of the HDR reconstruc-
tion with a variant amount of the overexposed pixels. Our proposed
method achieved plausible texture hallucination and visually pleas-
ing dynamic range and color gamut reconstruction compared to
other methods.

Overall our method is limited to real-world images and videos
acquired using cameras under plausible capture conditions. An ex-
tensively noisy input SDR image might result in even exaggerated
noise levels in the reconstructed HDR. While camera sensor noise
can be reduced using off-the-shelf tools before HDR reconstruc-
tion, dealing with Monte Carlo noise in the context of synthetically
generated images remains a challenge. Overall converting syntheti-
cally generated SDR images to HDR remains an open challenge.
Another limitation of our method could be computational cost,
which requires 3.4s for inference of a 2K HDR image, this is ap-
proximately 3 times more expensive than HDRCNN method on a
NVIDIA 1080TI GPU.

5. Conclusion

In this work, we proposed a new two-step approach for HDR image
reconstruction from an over-exposed SDR image. The approach is

Figure 12: Stress test comparison of HDR reconstruction accord-
ing to the size of the overexposed region.

composed of the SDR image decomposition in conjunction with
three specialized network components for tackling base and detail
layer reconstruction, as well as the final refinement of the HDR pre-
diction. We discussed an instantiation of this core idea by analyzing
experimental results and ablation studies quantitatively and qualita-
tively (in Table 1, 2 and Figure 5, 6, 7, 8) that clearly demonstrates
the contribution of the proposed SDR image decomposition and
each network component to our final HDR reconstruction result.
Our full method achieves top performance compared to our base-
line setups and three existing state-of-the-art methods. Future direc-
tions for our work include extension to video by tackling potential
temporal consistency issues, and exploring effective reconstruction
methods, such as gated convolution and adversarial edge learning
approach [YLY∗19] [NNJ∗19], for large over-exposed regions, as
well as utilizing an additional VGG based perceptual loss during
training. Tackling the synthetic rendering content which contains
Monte Carlo noise is also an interesting research topic for future
work.
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