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Fig. 1. Our generative motion system stylizes neutral mocap clips (left) into movement of hand-animated characters (right). The system offers control
over the amount of conformity to the mocap clip, exposes a way to exaggerate the stylization, and works for multiple characters from the training dataset.
©Disney/Pixar.

Generative 3D motion has shown impressive capabilities for authoring move-
ments, but the integration into animation production is currently hindered
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by the discrepancy between realistic human motion capture and the exag-
gerated, non-physical movements of stylized animated feature characters.
Nonetheless, hand-animated data is sparse, heterogeneous and incomplete,
making it a challenging domain for data-hungry generative models. In this
work, we introduce a framework that enables generation and control of
stylized 3D motion by leveraging a pre-trained human motion prior. Our
approach introduces robust data filtering techniques to handle inconsistent
and noisy production movements. We train an unconditional ControlNet
that eases adaptation by optimizing for maximum alignment between the
motion capture and hand-animated domains. The generations of such model
are also controllable through a spectral inpainting scheme that exposes
parameters for exaggeration, source consistency and multi-character identi-
ties. We bridge the gap between physical conformity and artistic stylization
and enable a diverse set of applications ranging from retargeting human
performances to character-to-character motion transfer.
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1 Introduction
Motion capture is widely used in live-action visual effects—not only
for capturing performers, but also by animators as reference when
animating. In contrast, in feature animation, motion capture is rarely
employed due to the fundamental disparity between physically re-
alistic motion and the highly stylized movements that define the
medium. Animation as a genre is more flexible, creative, and expres-
sive, allowing characters to exaggerate actions and poses by stretch-
ing, breaking anatomy, and violating physics—all in service of visual
clarity and expressivity. Generative motion models have demon-
strated strong capabilities for text-driven synthesis [Tevet et al.
2023], motion completion, and control from sparse constraints [Co-
han et al. 2024; Vögeli et al. 2025]. These advances have sparked
interest in integrating generative tools into animation workflows to
enable rapid exploration during pre-production. However, current
methods are trained exclusively on motion capture datasets and
produce motions that, while physically plausible, lack the exaggera-
tion of hand-animated characters. In this work, we bridge motion
generation with stylistic timing, exaggeration, and personality, key
features of hand-animated motion style.

Nevertheless, motion style has already been the focus of research
in academia, although with a different definition resembling simple
labels and crude characteristic of movements (e.g. “swing arms”
and “airplane” [Aberman et al. 2020; Mason et al. 2022; Xia et al.
2015]). Besides being hard to attain at scale, hand animated data is
complicated to work with, as it is sparse (often under tens of minutes
per character), heterogeneous (with varying skeletal topologies and
motifs) and often inconsistent. Animators often rely on production
shortcuts that create broken shots outside of camera view. Thus,
to make training feasible, we develop a data curation pipeline that
addresses the unique challenges of production data: filtering static or
explosively fast segments, detecting off-screen joints via ray casting,
and modulating training losses based on joint visibility.

We present a generative model for cartoon motion trained on
production hand-animated data. To compensate for data scarcity,
we adapt a mocap-pretrained diffusion model to benefit from its
learned motion manifold. However, due to the large domain gap, we
find that standard fine-tuning or low-rank adaptation [Sawdayee
et al. 2025] cannot be trained without overfitting or being restricted
by its capabilities, respectively. Thus, we introduce a minimally
coupled ControlNet adapter [Zhang et al. 2023] that transfers style
residuals only at the final layer of the base network. The model does
not require paired mocap and hand-animated data. Unlike standard
ControlNet architectures that inject residuals at every layer, this

minimal coupling prevents the adapter from dominating and col-
lapsing the generation when fitting our small dataset. We condition
the model with a character identity, adapting the output to each
character’s proportions and motifs. To enable spatial control during
inference, we propose a spectral-domain inpainting scheme that
decomposes motion into low-frequency content (trajectory, broad
actions) and higher-frequency stylistic detail. The user controls
the energy ratio between the input clip’s low-frequency intent and
the high-frequency stylization output. We also expose the user to
an exaggeration control scalar by leveraging the ControlNet resid-
ual’s magnitude. Fitting all the pieces together, we implement a
controllable pipeline for adaptation of arbitrarily long motion cap-
ture sequences into a character’s style through puppeteering. We
validate our approach through quantitative evaluation, qualitative
comparisons, and a user study. Overall, our contributions are:

• A generative model for hand-animated motion trained on a
sparse and heterogeneous dataset and a given motion prior

• We discuss the inherent challenges of working with pro-
duction data with view inconsistencies and non-physically
grounded movements.

• A spectral inpainting control scheme that transforms mocap
into a character’s motion with user controlled exaggeration
and conformity to the input.

2 Related Work
Given the constant need for expressive motion in games and feature
films, significant efforts have gone into stylizing neutral motion.

Early methods used heuristics such as Laplacian of Gaussian fil-
ters [Wang et al. 2006] and physical simulation alterations [Chenney
et al. 2002] with the aim of mimicking hand-animated character mo-
tion by injecting artistic principles such as anticipation and follow-
through [Lasseter 1998; Thomas 1995]. Other methods even talked
about retargeting animation captured from animated features into
different media (3D structures, 2D drawings, photographs, etc.) [Bre-
gler et al. 2002]. These rule-based and hand-constrained approaches
produce convincing exaggeration for isolated effects but do not
generalize across actions.

Subsequent efforts explored motion style transfer with machine
learning using adaptive instance normalization [Huang and Be-
longie 2017] to remove an input clip’s style before injecting the
style of another clip [Aberman et al. 2020; Guo et al. 2025b; Park
et al. 2021]. Tang et al. combined AdaIN with graph convolution
networks and disentangled contact pattern from style to reduce foot
sliding [Tang et al. 2024]. In the absence of paired neutral and styl-
ized motion data, another line of work [Guo et al. 2024; Huang et al.
2022; Park et al. 2021] employs cycle-consistency loss [Zhu et al.
2017]. RSMT [Tang et al. 2023] and [Dai et al. 2025] leverage the
cyclic nature of locomotion data using a periodic phase autoencoder
[Starke et al. 2022]. Stylizing individual body parts has also been
explored [Dai et al. 2025; Jang et al. 2022]. More recently, contrastive
learning [Hadsell et al. 2006] has been used to separate style embed-
dings [Yang et al. 2025; Zargarbashi et al. [n. d.]], with Zargarbashi
et al. applying contrastive learning to a RVQ-VAE [Lee et al. 2022]
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Fig. 2. Visualization of the on screen visibility (green). The regions in red
are either occluded or off-screen for this frame. ©Disney/Pixar.

to further disentangle style from content within the residual quanti-
zations of an input motion. However, all these methods operate on
locomotion data and do not extend to arbitrary actions.

As diffusion models demonstrated strong general-purpose genera-
tive capabilities for motion synthesis [Cohan et al. 2024; Hwang et al.
2025; Studer et al. 2024; Vögeli et al. 2025], they were also applied
to stylizing motion. SMooDi [Zhong et al. 2024] adapts a pretrained
text-conditioned motion generator using a ControlNet [Zhang et al.
2023] to inject a style encoding, steering the generation towards a
target style. They additionally use classifier [Dhariwal and Nichol
2021] and classifier-free guidance [Ho and Salimans 2021] to en-
hance the style at inference time. Wu et al. presents a method for
unsupervised semantically-aligned motion style learning that does
not require labeled data or classifier-guidance. Instead, they use
auxiliary losses to avoid content forgetting and keep the generated
motion aligned with the content text while still training for the style
condition, gating it into the model through a cross-attention mech-
anism. Since then, StyleMotif [Guo et al. 2025a] and MulSMo [Li
et al. 2024] extend SMooDi for multi-modal motion stylization such
as audio and images. Sawdayee et al. instead use a LoRA [Hu et al.
2022] to adapt an MDM model [Tevet et al. 2023] to a particular
style. SMooGPT [Zhong et al. 2025] uses an LLM to generate text
descriptions for a given style label which is then used to condition
the generation.

While diffusion-based methods handle non-locomotion actions
more robustly, they are trained on clean mocap datasets such as
[Aberman et al. 2020], [Xia et al. 2015], and 100Styles [Mason et al.
2022], which consist primarily of locomotion and lack the noise,
heterogeneity, and incompleteness of hand-animated data. Further-
more, their style categories do not reflect the production definition
where style is a nuanced, character-specific quality orthogonal to
the action. As we show in our experiments, without careful design,
existing methods fail to learn from such data. To our knowledge, our
method is the first to generate motion under a production definition
of style, trained directly on hand-animated sequences.

3 Dataset Preparation for Animated Characters
Our system leverages a human motion prior to learn a style motion
generator. Thus, it is trained on two data sources: a mocap dataset,
containing ∼40 hours of motion recorded for live action movies, and

Table 1. Number of filtered in frames and visibility percentage by character.

Filtered In
Name Total

Frames Frames Time (Min.) % Visible %

A.1 67,912 35,630 24.74 52 53.11
A.2 33,595 15,492 10.76 46 50.97
B.1 100,463 51,458 35.73 51 39.88
B.2 50,445 23,501 16.32 47 39.02
Crowds (C) 357,591 273,571 189.98 76 —

an ∼8 hour highly stylistic dataset. The stylized clips are drawn from
a background crowds dataset and hand-animated sequences from
two distinct movies, each with their own unique animation style.
The hand-animated clips span 8 characters, each unique in action
space, style, proportions, and data volume. While a hero character
could have up to an hour of data, most characters average 10 to 25
minutes (see Table 1).

Data Alignment and Challenges. Hand-animated data poses unique
challenges. Unlike motion capture, hand-animators freely edit bone
scales to achieve “squash-and-stretch” effects [Lasseter 1998; Thomas
1995]. Moreover, animation is authored relative to a particular cam-
era angle. Thus, the artist’s stylistic and emotional intent conveyed
from one angle may show artifacts from another. Lastly, since hand
animation is extremely laborious, off-camera parts are often not pol-
ished to final production standard, producing artifacts such as overly
fast transitions and unnatural stretching from locked IK handles.
See Fig. 2 for a visualization of pose artifacts.

In this work, we simplify the motion space by retargeting all styl-
ized and mocap data to a common skeleton and removing stretching
by using fixed proportions per character. Although this adds some
foot sliding on certain clips, it significantly simplifies the learning
task, while preserving the rhythm and intent of the motion.

Data Filtering. Due to how characters are animated, hand-animated
data is far more fragmented than mocap. Hand-animated character
motion is split into movie shots and can range from being meticu-
lously animated for heros to—more commonly—little to no meaning-
ful movement for a background actor. Moreover, animated features
are highly stylized, exhibiting characteristically unnatural and phys-
ically exaggerated motions such as running at incredible pace or
cadence, jumping enormous heights, and bending joints without
temporal interpolation. Such contrasting dataset of explosive move-
ments and frozen characters challenges deep learning methods that
rely on uniformly distributed manifolds.

Training purely on such data introduces irregular gradients, caus-
ing poor convergence in the model. Thus, we need to filter the data,
not only to improve quality, but also to ensure training stability. To
prevent catastrophic gradients, we filter data that moves too fast,
or has too strong accelerations. Additionally, clips that show little
to no animations are filtered out to prevent a bias for the system to
predict too static motions. Details on the exact filtering parameters
are explained in Appendix A.

Besides filtering subset of clips out, we also detect which joints
are off-screen. To do so, we cast rays from the camera and detect
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Fig. 3. Overview of our Style Adapter, consisting of a generative ControlNet (blue) and a spectral inpainting scheme (green) to stylized a given mocap clip𝐺 .
Note that the meshes are only used for visualizing the domain of the underlying motion data. Window blending smoothly connects the batch of generated
clips for longer sequences. ©Disney/Pixar

which region of the mesh is intersected. This is then mapped back to
the joints through lookup of the skinning weights (see Fig. 2). This
visibility flag can be directly exploited to filter out (or downscale)
gradients in our loss formulation as described in Section 4.2.

After filtering the data, we end up with 5.3 hours of overall motion
data, of which 46% is actually on screen. Thus, the amount of data
is only at a fraction of the size of a typical motion data set used
for training generative motion models such as HumanML 3D [Guo
et al. 2022], which has ∼29h of visible data. Lastly, after filtering, the
median clip length is in the range of 1-2 seconds, while HumanML
averages ∼7.1 seconds long.

4 Method
In this section, we detail our Cartoon Adapter and inference-time
puppeteering scheme. An overview of our method is shown in Fig. 3.

4.1 Motion Representation
As our stylized dataset consists of characters with vastly varying
proportions, we opt to represent the motion using global root posi-
tion and parent space orientations for the non-root joints. Compared
to root-local or global representations, using parent-space naturally
aligns the different proportions. We ablate this choice in Section 6.4
and show that we can stylize more consistently in orientation space.

Furthermore, similar to IBMM [Vögeli et al. 2025], we align each
sample such that the planar mean of the sequence is at the origin
and the direction from the first to the last frame is aligned to the
Y-axis. Given the high heterogeneity of hand-animated data, we see
that the ground plane may change within a single shot in our data.
When sampling individual samples from a longer shot, this results
in some shots floating in midair. Therefore, we additionally fix each

sample to a common ground plane by removing the smallest height
offset in the sample.

4.2 Cartoon Adapter
Our main architecture implements a simplified ControlNet [Zhang
et al. 2023]. As our main contribution lies in the adapter design
and the puppeteering scheme, we do not build our own base model
architecture and, similar to MDM [Tevet et al. 2023], use a trans-
former encoder with additional hyperparameter details provided in
Appendix B. This base model is trained on a large corpus of mocap
data to build a strong prior on human motion. As we puppeteer the
generation via a custom inpainting strategy, described in Section 4.3,
we train the base model to generate motion unconditionally to best
learn the manifold of the mocap dataset.

Next, we add a second copy of this trained network to the base
model along with a new condition 𝑆𝑖𝑑 that encodes character iden-
tity via one-hot encoding embedded using zero-convolution layers.
However, we empirically find that following the conventional for-
mulation of ControlNet, as in SMooDi [Zhong et al. 2024], where
the residual from the adapter branch is added to the base branch
at each layer, overfits to our small dataset. Therefore, we limit the
modeling capacity of the Style Adapter by only transferring the
residual at the very last layer, defining the entire transformer as one
large network block.

As our dataset does not have paired stylized and unstylized mo-
tions with identical content, we train the Style Adapter using recon-
struction on the stylized data. Therefore, we adopt the similar loss
formulation as [Agrawal et al. 2024], but without the constraints-
based losses. This entails an L2 loss on the global root trajectory and
parent joint orientations between the generated and ground truth
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Fig. 4. Reconstructions from subset of DCT frequencies for ∼100 frame
sequences. Each column shows one sample. Rows show the reconstruction
using bands up to 𝑏1 and up to 𝑏10, compared against the original clip.
©Disney/Pixar.

sequences, and an L2 loss on the global transforms for all joints,
recovered using forward kinematics with the respective character’s
bone proportions. To ensure that the Style Adapter correctly adapts
the motion to the specified character proportions, we also add a
foot-sliding loss on the global feet positions[Tevet et al. 2023]. Lastly,
to maximize the number of data points that can be used for training,
we opted for a short window length of 30 frames.

Visibility mask. As described in Section 3, we computed the vis-
ibility flag for each joint at each frame. While the artist often do
not animate a hidden joint, we empirically find that it is likely to be
animated if its parent joint is on screen. Therefore, we use the joint’s
visibility flag and this observation to modulate the above mentioned
losses based on its proximity to a visible joint. More specifically, we
reduce its weight by a factor of 0.7 for every joint not visible along
its kinematic chain.

Given the small volume of data available and only 46% of it visible
(see Table 1), we find that leveraging more noisy hidden data helps
to improve the final performance of our model.

4.3 Stylized Puppeteering
While the ControlNet adapter allows generating motion conditioned
on the character identity 𝑆𝐼𝐷 , it does not enable any spatial control.
Hence, we introduce a control mechanism based on inpainting but
in a spectral domain, see green box in Fig. 3.

Spectral style inpainting. Given a source clip𝐺 , such as a mocap
sequence, we aim to generate stylized motion following its high
level semantics, such as direction, accelerations, and actions like
jumping or sitting. Inpainting has proven effective for inbetweening
[Tevet et al. 2023], clip stitching [Shafir et al. 2024], and matching
spatial constraints [Rempe et al. 2026]. However, in these cases,
specific frames must be maintained as accurately as possible, while
other frames are fully generated. Yet in our case, we must modify
the full motion clip while maintaining its high level features. Thus,
we convert our representation from frame-based to spectral via a
discrete cosine transform (DCT). As seen in Fig. 4, the main structure
lives in the lower frequencies, while the higher frequencies capture
the style.

Fig. 5. Shortened path when inpainting a movement on a smaller character.
©Disney/Pixar.

To detect the transition from content to style frequencies, we
measure the percentage of the energy of the motion explained by the
first 𝑛 frequencies in the driving motion, defined as the sum of their
amplitudes. Given an energy threshold 0 < 𝜅 ≤ 1, we identify the
smallest set of low-frequency components whose cumulative energy
reaches a fraction 𝜅 of the total, and inpaint these components with
the driving motion—preserving them as content—while letting the
model freely generate the remaining high-frequency components
as style. The corresponding mask 𝑀𝜏

𝜅 is constructed as

𝐾𝑖 =

∑
𝑗≤𝑖 |DCT(𝐺) | 𝑗∑
𝑗 |DCT(𝐺) | 𝑗

, 𝑀𝜏
𝜅 = I[𝐾 < 𝜅], (1)

where the cumulative sum and comparison are applied along the
temporal axis.

To further smoothen this blending, we stop the inpainting early at
the last inference steps, i.e. at low noise values 𝑡 < 𝜏 . This early stop-
ping is particularly important when the character sizes are vastly
different, since the first bands also maintain the overall coverage
of motion, which needs to be adapted accordingly. For instance, as
shown in Fig. 5, a small character covers less space in the same time
and thus the motion needs to be scaled down by the ControlNet.

After blending the different frequency bands together, we convert
the motion back to the frame-based space via inverse discrete cosine
transform (IDCT) and feed it back into the inference diffusion loop.
Thus, the full spectral style blending is formulated as follows:

𝑥𝑡0 = IDCT
(
𝑀𝜏

𝜅 ⊗ DCT(𝐺) +
(
1 −𝑀𝜏

𝜅

)
⊗ DCT

(
𝑥
𝑆,𝑡
0

))
, (2)

where 𝑀𝜏
𝜅 is the mask for the lower and higher frequency bands

constructed using Eq. (1).

Stylization signal. While the spectral blending allows to main-
tain higher frequency bands, the stylization of the final motion is,
by default, weaker than for the unconditional samples from the
ControlNet. To counter this loss in stylization, we modulate the
weight of the ControlNet residual by increasing 𝛾 > 1 [Bhat et al.
2024]. Note that by going to 𝛾 > 1 we are extrapolating to motion
outside the training data. While this can cause artifacts in full space,
such as the root overshooting too much, since we maintain the low
frequencies from 𝐺 , the motion remains well behaved.

Sequence Blending. To generate longer sequences with our model,
trained on 30 frames motion clips, we generate independent batches
and blend them at each diffusion step, following Tseng et al. [2023].
In contrast to their method, our model adapts the motion to the
scale of the specified character, as seen in Fig. 5. Thus, shortening
or expanding each individual segment of the motion capture being
stylized.
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Fig. 6. Generation for multiple characters using a circular run base motion
(on top) by applying different 𝑆id. ©Disney/Pixar.

To mitigate this, when blending neighboring sequences, we first
invert the alignment described in Section 4.1 to recover world co-
ordinates. As after blending the original alignment statistics are
invalid, we update the alignment for sequence 𝑖 with respect to
sequence 𝑖 − 1 at every step. In other words, we enforce that the
difference between the first frame in the blended window is in the
same position after reverting the alignment.

5 Results
In this section, we showcase results with multi-character generation
and user control via 𝛾 and 𝜅 parameters.

Fig. 7. Generation for multiple characters using a forward run motion (on
top) by applying different 𝑆id. ©Disney/Pixar.

5.1 Multi-Character Generation
We demonstrate multi character generation in Fig. 6 and Fig. 7
where the top row shows input motion capture and the remaining
rows are the generated motion for characters A.2, A.1, B.1, and C,
respectively. In Fig. 6, note that the generated motion is adjusted
to the scale of the character, without introducing foot sliding, so
that shorter characters, such as A.2, cover a smaller radius while
stylizing the same input motion. Furthermore, in Fig. 7, the style of
each generation is distinct where characters A.1 and A.2 appear more
childlike and run while standing upright but the adult characters
B.1 and C lean forward. Furthermore, as the crowds dataset has the
most neutral style among the different characters, it resembles the
motion capture the closest.

In addition to stylizing neutral motion capture, we can also use
one character as the source motion and transfer to another, as in
Fig. 8, where we transfer motion from character B.1 to A.1. We
include the full resulting motion and other examples of motion
transfer in our supporting video.

Fig. 8. Transferring motion from character B.1 (in grey) to character A.1
(red). ©Disney/Pixar.
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Mocap 𝜅 = 0.1 𝜅 = 0.4 𝜅 = 0.8

Fig. 9. How different 𝜅 allow for original mocap frequencies to blend in. Following the sequence above, the only parameter that is able to maintain the original
frequency is 𝜅 = 0.8, which identifies the mocap’s smashing action as part of the 80% energy buildup. ©Disney/Pixar.

5.2 User Control
We propose two different control variables: 𝛾 and 𝜅 . The first can be
used to exaggerate the motion even further into the stylized distribu-
tion. As seen in Fig. 10, increasing the 𝛾 shifts the output sequence
in space and time. The product of this is a sequence with a more
intensified ease-in and follow-through factors, as well compresses
or expands extreme poses in the cycle even further.

Secondly, 𝜅 controls which frequencies of the content motion
are transferred to the stylized generation. We empirically find that
𝜅 = 0.6 is sufficient to transfer the primary motifs of most content
motions to the generator. However, to stylize arbitrary motions, we
allow the user to tune 𝜅 to generate the best results. For example,
in Fig. 9, we stylize a motion capture sequence in which an actor
smashes an object with successive fast strikes. At smaller 𝜅s, we
see that while the generated motions in green and teal match the
overall poses from the motion capture, the smashing frequencies
are not transferred. By increasing 𝜅 to 0.8, sufficient mocap energy
is transferred such that the generated motion performs the smash.

Note that increasing 𝜅 increases the number of frequencies in-
painted from the base motion, leaving fewer bands that are stylized.
However, 𝛾 complements this reduced capacity by exaggerating the
remaining frequencies for a final highly stylized output.

6 Validation
Next, we quantitatively evaluate our method against several base-
lines and qualitatively in a user study.

Fig. 10. Setting 𝛾 to 1.0 (top) and 2.0 (bottom) for a running clip (𝜅 = 0.4).
©Disney/Pixar.

6.1 Baselines & Metrics
As we adapt a pre-trained generator, we compare our architecture
to LoRA-MDM [Raab et al. 2024] and SMooDi [Zhong et al. 2024],
which similarly adapt a pre-trained generator for motion stylization.
Note that for uniformity all three approaches use the same base
MDM network but differ in the type of adapter used. SMooDi also
uses a ControlNet, but as our data is too small to train a robust style
classifier, we replace their style encoder with a one-hot character
identity encoding. Lastly, as motion matching [Clavet and Büttner
2015] is predominantly used for building locomotion from a small
animation set, we qualitatively compare to it in our user study.

We evaluate the baselines on three aspects: bone proportion ad-
justment, base motion alignment, and stylization quality. As a mo-
tion sequence poorly adjusted to new bone proportions introduces
large foot sliding (FS), we use it to measure fidelity to character-
specific proportions. Our foot sliding metric is defined by the sum
of the foot joint velocities in the XY-plane when they are closer
than 0.1 meters to the ground. For base motion alignment between
the motion capture and stylized generation, we compute, RV-MSE,
a mean squared error on the global velocities of the two root joints
to measure the discrepancy in the overall path of the character.

Lastly, we measure the stylization quality through the kernel
inception distance (KID) [Bińkowski et al. 2018] between generated
and ground truth motions using a pretrained feature extractor. KID
computes the squared maximum mean discrepancy between the
two feature distributions using a polynomial kernel, and compared
to the more commonly used FID [Heusel et al. 2017], is more reliable
for small sample sets such as ours. More information on our feature
extractor can be found in Appendix C.

6.2 Quantitative Analysis
In Table 2, we compare our method to other baselines when pup-
peteering the generation using our inpainting scheme described
in Section 4.3. Note that these baselines have not been shown to
generate puppeteered motion, which is only made possible using
our method. We perform all the experiments for the same inpainting
parameters.

We first compare to finetuning the base motion generator. We see
that while Fine-tuned MDM achieves the best FS and RV-MSE, it
does not stylize the motion sufficiently, as demonstrated by a high
KID. This suggests that finetuning the pretrained generator did not
learn to adapt the input motion beyond fixing the bone proportions.
In contrast, our method reports similar RV-MSE but has significantly
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Table 2. Quantitative comparisons between different architectural baselines
for stylizing motion capture to Character A.1 style and proportions. *All
models use our inference guidance pipeline.

Model KID ↓ FS ↓ RV-MSE (1e−2) ↓
SMooDi* 0.054 1.199 1.257
LoRA-MDM* 0.077 1.246 1.254
Fine-tuned MDM* 0.084 1.388 1.261
Ours (𝛾 = 1.0) 0.072 1.164 1.253
Ours (𝛾 = 1.25) 0.064 1.166 1.256
Ours (𝛾 = 1.5) 0.058 1.099 1.258

lower KID, indicating that we can follow the input mocap while
stylizing it.

Comparing to LoRA-MDM, we see that it perform worse at gen-
erating motion in the style of Character A.1, as shown by the higher
KID. SMooDi in particular registers the best KID, but the additional
modeling capacity causes the ControlNet to overfit to the small train-
ing data. We note this overfitting in our supporting video, where
SMooDi fights the condition window and tries to fit a straight run-
ning sequence in a circular run clip, taking very sudden and discrete
turns. That represents how the full-layered ControlNet holds too
strong an influence on the generation process and can bend it as it
sees fit. In contrast, LoRA-MDM has comparable KID to our model
at 𝛾 = 1.0 with only slightly worse FS. However, LoRA-MDM is
trained for a single specific character and our model generalizes
across different ones.

6.3 User Study
As style is ambiguous to quantitatively evaluate, we measure pref-
erence via a user study. We tasked 32 users with indicating their
preferred motion between two randomized puppeteering results for
50 different samples. The users were asked to judge the motions in
aesthetics, level of stylization, and conformity to the corresponding
motion capture data, which was also visualized.

As demonstrated by Fig. 11, our method was heavily favored
over all three baselines while the two 𝛾 levels were equally pre-
ferred. We include more details about the user study and analysis
of comparisons between baselines in Appendix D.

6.4 Representation Space Ablation
As we described in Section 4.1, we generate motion in parent-local
space compared to other methods that opt for global [Hwang et al.
2025; Vögeli et al. 2025] or root-centric [Tevet et al. 2023] space.
As previous methods have shown that generating in global space
generates higher fidelity motion compared to root-centric space,
we trained an ablation of our ControlNet model generating global
position and orientations. We find that for both 𝛾 = 1.0 and 𝛾 = 1.5,
our unconditional generation reports a lower KID compared to this
global-space variant, with 0.019 and 0.014 for ours, while 0.024 and
0.026 for global variant, respectively. Furthermore, since adapting
bone proportions in global space equates to scaling joint positions,
exaggerating 𝛾 also exaggerates this scaling, causing the generated
motion to have inconsistent bone proportions.

−1.0 −0.5 0.0 0.5 1.0

User Preference

Ours (γ = 1.25) 47% Ours (γ = 1.75)53%

Ours (γ = 1.25) 80% LoRA
20%

Ours (γ = 1.25) 82% SMooDi
18%

Ours (γ = 1.25) 92% MM
8%

Fig. 11. User preference between our method and baselines for puppeteering

7 Discussion & Future Work
In this section, we discuss intuition behind key design choices and
avenues for future work.

We hypothesized that the style of a character is primarily encoded
in the relative rotations of each joint to their parent. Furthermore,
parent-space representations disentangle a joint’s intrinsic motion
from the accumulated motion of its ancestors. Thus, generating
motion in parent-space eases the task of adapting the motion capture
to the different character proportions and styles, particularly for
smaller data volumes such as ours.

Heterogeneous datasets like ours pose new challenges that remain
underexplored. First, fragmentation and noise create ambiguity be-
tween stylistic intent and artifacts in a motion sequence. We train
on off-camera data with a lower loss weight to maximize the in-
formation seen during training, but this causes our final model to
exhibits some artifacts such as foot sliding. Secondly, jointly training
on characters with vastly different character proportions (see Fig. 7)
causes the model to scale motion accordingly, creating ambiguity
when stylizing a mocap sequence as to whether the output should
preserve the mocap’s scale or the character’s. While we chose the
latter to maintain in-character velocities, the former might also be
desired in certain settings. Therefore, improving motion quality
from heterogeneous datasets remains an open direction.

Although our method generalizes to arbitrary actions, it is more
suited to locomotion, as capturing stylistic nuances in more static
actions is substantially harder than in dynamic sequences like run-
ning. Non-locomotion sequences are very sensitive to misplaced feet
and foot-planting, which makes some of our foot-sliding artifacts
more perceivable. Stylizing non-locomotion movements therefore
requires manually tuning 𝛾 and 𝜅. However, as feature films are
dominated by non-locomotion actions, automatically stylizing ar-
bitrary motion remains important future work. Identifying better
contacts, introducing ground-level constraints and applying inverse
kinematics post-processing steps are directions to further improve
our generated animations.

8 Conclusion
In this work, we built the first generative motion style transfer
method that aligns with a production definition of style. Given a
small and challenging hand-animated dataset—with many hidden
joints, large style and scale diversity, and broken motion sequences—
we successfully learn a motion generator by leveraging a larger
mocap prior. We show that our method can transfer motion from
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a mocap sequence or from another character to a specified char-
acter, simultaneously adjusting to the new bone proportions. Our
spectral-domain inpainting scheme leverages DCT decomposition
of motion to expose intuitive user controls over the level of stylistic
exaggeration and the amount of content transferred from a source
motion. By aligning style transfer to production data, we build a
system that serves as a foundation for production-ready motion
authoring applications.
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A Dataset Analysis
We first provide more details on the amount and nature of our data
stylized data. Table 3 shows the per character number of frames,
the amount of frames filtered in and the total visibility percentages.
Notice that while the hero characters A.1 and B.1 have ∼25 and ∼36
minutes of data respectively, other characters such as A.4 and A.6
have less than 10 minutes of data after filtering. In Fig. 12, we also
plot per-joint visibility percentages for each character. We see that
across all characters, the lower body is hidden significantly often
than the upper body. Consequently, the feet are least likely to be
animated and thus contain artifacts such as foot sliding, that our
trained models inherits. We use two simple filters to define whether
or not a window of 30 frames is valid:

Extreme root velocity. We eliminate windows that contains a max-
imum root velocity over 0.5 meters per frame. This removes any
artifacts caused by teleportation and keep the window displacement
in a reasonable magnitude for the model to learn from.

Static root-space velocity. We use root-space velocities to define
whether a window is static and does not contribute to learning char-
acter locomotion or actions. Going over root-space keeps us from
being deceived by constant root movement that could be performed
by vehicular motion of very simple camera-panned sequences. We
define a window as static if there are less than 3 joints with an
average velocity of 0.3 centimeters per frame.

In Fig. 13, we plot the pairwise KID for the different characters in
our stylized dataset. Characters A.1 (blue) and A.2 (green) belong
to movie, B.1 to movie B, C (red) is the crowds dataset. Lastly, we
also measure the average style of each movie in plots A (orange)
and B (brown). As we pairwise compare ground samples, each plot
achieves a 0 KID for their respective character. We see that the
characters from movie A (A.1, A.2, A) all lean towards the right of
the plot while the movie B characters (B.1 and B) lean towards the
left, showing that the two movies have an overall style distinct from
each other. The crowds plot, C, is more centered, suggesting a more
neutral style.

Furthermore, we see that the average movie plots, A and B, are
more similar to each other and crowds dataset, than to any other
character from the opposite movie. Demonstrating that combining
styles of different characters, even within the movie, results in a
reduced level of style.

Fig. 12. Per-joint visibility percentage across different characters.

Table 3. Number of filtered in frames and visibility percentage by character.

Filtered In
Name Total

Frames Frames Time (Min.) % Visible %

A.1 67,912 35,630 24.74 52 53.11
A.2 33,595 15,492 10.76 46 50.97
A.3 39,637 18,293 12.70 46 53.59
A.4 31,710 13,079 9.08 41 47.96
A.5 41,515 21,972 15.26 53 52.35
A.6 21,006 8,820 6.12 42 43.49
B.1 100,463 51,458 35.73 51 39.88
B.2 50,445 23,501 16.32 47 39.02
C 357,591 273,571 189.98 76 —
Total 743,874 461,816 320.69 62 46.54

Fig. 13. KID of different characters in the stylized dataset.

B Implementation Details
Our pipeline predicts sequences of 30 frames. The dataset shows
numerous short clips that would have to be discarded if we were to
predict longer sequences. On top of that, since we filter sequences
that contain faulty frames, it is better to have a smaller context
window. That is so we do not sacrifice meaningful sequences because
one frame is not up to standards.

Our Transformer network is heavily inspired by MDM [Tevet
et al. 2023], with 8 layers, 4 attention heads, a latent dimension of
1024, feed-forward layers of dimension 2048 and a 0.1 dropout rate.
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Fig. 14. UI used for user study.

Our base model was trained for a total of 5 days while our adapters
were trained for 2 days. We used the NVIDIA RTX 4090 and RTX
5090 series GPUs to train these models.

C KID Feature Extractor
In order to compare results quantitatively, we used the Kernel In-
ception Difference (KID) metric [Bińkowski et al. 2018]. Statistical
methods like KID or FID [Heusel et al. 2017] work over a compressed
meaningful latent space to determine the distance between two sam-
pled manifolds. Hence, we were tasked with building such latent
space. We opted to train a VAE, more specifically, a Spline-based
VAE [Chandran et al. 2024], which has been shown to work nicely
to compress temporal domains. We trained on all our characters ap-
plying the same filters we applied for the Diffusion Transformer. As
expected from the scarcity of our data, the Variational Auto-encoder
did not generalize too well, but we were more interested in the
latent space it gave us rather than the reconstruction error for the
validation set. In order to build comparisons between the generated
samples and the characters they were intended to represent, we first
compress the ground-truth character samples in the latent space,
compress the generated samples in the latent space, and, finally,
apply the KID method to compute the distance.

D User Study Details
An example screenshot from the user study is shown in Fig. 14. The
participants were shown three videos, a reference mocap motion at
the top and puppeteering using two randomized methods, and asked
to indicate their preference based on aesthetics and conformity to
base motion. All videos were rendered using the same template
mesh to avoid biasing style perception. In the event the participant
could not differentiate between the two motions, they could skip
to another example. However, skipping did not count towards the
number of questions completed, hence each participant indicated
their preference for 50 different combinations.

While we discussed the results of comparing our method against
baselines in the main text, as the two methods shown was com-
pletely randomized, we also collected results between the baselines.
The expanded results are presented in Fig. 15. First, we notice that

−1.0 −0.5 0.0 0.5 1.0

User Preference

Ours (γ = 1.25) 47% Ours (γ = 1.75)53%

SMooDi 32% LoRA68%

LoRA 68% MM32%

SMooDi 27% Ours (γ = 1.75)73%

LoRA 25% Ours (γ = 1.75)75%

LoRA
20% Ours (γ = 1.25)80%

SMooDi
18% Ours (γ = 1.25)82%

MM
14% Ours (γ = 1.75)86%

MM
8% Ours (γ = 1.25)92%

SMooDi 96% MM
4%

Fig. 15. Pair wise comparisons between all baselines on user preference.

both variants of our method (𝛾 = 1.25 and 𝛾 = 1.75) significantly
outperformed all other baselines. While both variants were equally
preferred in their head to head examples, 𝛾 = 1.25 was slightly
stronger preferred at comparisons to other samples. We expect
this to be because increasing 𝛾 can introduce artifacts that, while
looking more stylized, can hurt the overall perception. Between
LoRA-MDM [Anonymous 2025] and SMooDi [Zhong et al. 2024],
we see that LoRA-MDM was preferred. As LoRA-MDM was trained
only on character A.1 data, which was also used to generate the sam-
ples for user study, we expect that it better adapts to one character’s
particular style better than SMooDi.

E Additional Evaluations
In this section, we include additional evaluation of our three user
controls, 𝑆𝑖𝑑 , 𝛾 , and 𝜅.

E.1 Multi-character generation
In Fig. 16, we plot KID for unconditional generation with four differ-
ent characters where A.1 and A.2 belong to movie A while B.1 and
B.2 to movie B. We also plot the KID to the average style of each
film represented by all its characters together. We see that A.1 (blue)
and A.2 (orange) both peak at their respective characters and have
lower KID to movie A compared to movie B. As noted in Table 1,
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Fig. 17. Comparing KID and RV-MSE for inpainting in spectral domain vs
Cartesian domain for different residual strengths 1.0 ≤ 𝛾 ≤ 2.0 and energy
threshold 0.9 ≥ 𝜅 ≥ 0.5.

Fig. 16. (a) KID for unconditionally generating motion for different input
character identities (𝑆𝑖𝑑 ). (b) KID for conditionally generating motion for
Character A.1 with 1 < 𝛾 ≤ 2.

character A.1 has about ∼24 minutes of data compared to ∼10 min-
utes of character A.2. Therefore, the average style of movie A is
heavily towards A.1 resulting in the generated character A.1 motion
having lower movie A KID than character A.2 motion. Similarly,
generated motion for characters B.1 and B.2 results in strongest
peaks at each respective character and the second strongest peak at
movie B. Combining the results across all the different characters
with the qualitative results in our supporting video, this shows that
our model generates motion in the specified character style.

E.2 Spectral Inpainting Ablation
We compare inpainting in the spectral domain scheme to in the
Cartesian domain for varying energy level thresholds 𝜅 and residual
strength 𝛾 in Fig. 17. We use identical inpainting cutoffs for both
settings at 𝑡 = 300, and measure the KID for character A.1 and RV-
MSE. Firstly, we see that increasing 𝛾 improves KID at the cost of
RV-MSE for both inpainting domains. This is expected as preserving
the base motion and stylizing are inherently adversarial tasks.

However, our method enables additional fine-grained user control
over this tradeoff by allowing the user to set the energy level 𝜅
threshold for any particular residual strength 𝛾 .This allows one
to individually control the level of stylization for each animation
sequence. Hence, for clips closer to training distribution, a lower
energy threshold would more strongly stylize the animation without
degrading the content of the clip. Conversely, for out of distribution
animations, a high energy threshold ensures that the content is still
preserved but at the cost of lower level of stylization.
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