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Fig. 1. We present a unified framework for generating animatable stylized characters from one or multiple input images. Our multi-layer mesh-anchored
Gaussian representation supports layer-decomposed stylization and view-dependent effects such as line art and lighting. The system provides artists with
fine-grained control to adjust and edit the different stylization layers from different viewpoints as needed.

Animatable stylized characters are central to animation pipelines, yet trans-
forming a few hand-drawn references into a rigged, editable, and renderable
asset remains labor-intensive. Existing generative methods tend to deviate
from the original artist-provided designs, while single image based methods
offer unclear paths for integration into artist workflows. We introduce a uni-
fied framework that produces fully rigged, animatable characters from a sin-
gle image, while supporting additional references when available. The core
representation couples a deformable mesh with a multi-layer Gaussian field,
enabling layered rendering, stable articulation, and rich view-dependent
appearance. Fitting is accelerated by generative priors in 3D and image space.
Beyond single-image animation, the system supports an artist-in-the-loop
workflow for assembling or extending a character sheet through iterative
image edits that are straightforward to model and control in a Gaussian
formulation. Our design allows for decoupled modules that learn complex ap-
pearance phenomena, such as line work and lighting. We report results that
match or exceed prior approaches while better matching goals of alignment
and controllability, for stylized 4D character synthesis.
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1 Introduction

Creating animatable assets and characters is a key aspect of ani-
mation production (both 2D and 3D). Traditionally, this workflow
begins with a character sheet containing one or multiple reference
images. Based on these 2D designs, modelers create an initial 3D
representation. This is followed by an iterative refinement process
where artists and modelers constantly adjust the geometry and ap-
pearance until the model meets production standards. Once the
modeling is complete, the asset is rigged with a digital skeleton
and skinned to enable movement. Only after these labor-intensive
steps is the character ready for animation. Such an effort is however
less justified with stylized content, where the animation would not
leverage the advantages of a physically precise 3D character (both
in terms of simulation and rendering). Additionally, cheaply provid-
ing animatable characters would permit more artistic explorations.
Unfortunately, bridging the gap between a 2D design and a dynamic,
4D (animated 3D) representation remains a significant challenge.
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Several works have explored building 3D assets from drawings
and images [Buchanan et al. 2013; Dvoroznak et al. 2020]. More
recent methods use generative priors either in image space [Long
et al. 2024; Shi et al. 2023] or 3D [Hunyuan3D et al. 2025; Xiang
et al. 2025] and show impressive results. These however don’t align
exactly with the input images, which is key for an artist-driven
workflow. Concurrent to our work, Yoon et al. [2026] designed a
workflow to build a 3D character asset for 2D animation compen-
sating misalignment in the input images and enforcing predefined
color palettes, but these constraints would not be applicable to a
large set of content and styles. In a different direction, several works
can be used to animate a single hand-drawn image either through
specifically designed workflows [Smith et al. 2023; Zhou et al. 2025,
2024] or by using conditioned video generation models [Hu 2024;
Wang et al. 2025; Zhang et al. 2025]. It is however unclear how
artists can make edits in such approaches.

We propose a unified framework that supports character anima-
tion from a single image with competitive results, while extending
to complex artist-required features. The core part of our proposal is
a multi-layer mesh-anchored Gaussian representation, which can
be animated and supports layered rendering and view-dependent
effects such as texture overlays, line art and lighting as shown in
Figure 1. We use 3D and image-space priors to accelerate Gaussian
and mesh fitting. Beyond single-image animation, our approach
guides character sheet creation via interactive user edits (Fig. 1).

Our contributions are as follows:

o A Unified 4D Character Synthesis Framework. We present a
system to generate fully rigged and animatable 3D characters
from a single image, but also capable of integrating more 2D
references.

o Complex rendering and controls via the multi-layer mesh-anchored

Gaussian representation. We introduce decoupled modules
that learn complex effects, such as texture overlays, line art
and shading. Some of these view-dependent effects are trans-
ferable across diverse character assets and support real-time
rendering.

o Artist-in-the-loop workflow. Our system provides artists with
fine-grained control to adjust and edit the different stylization
layers from different viewpoints as needed.

2 Related Work

Our work intersects diverse fields within computer graphics, and it
is not possible to provide an exhaustive review for each. Instead, we
focus our discussion on the three primary categories that are most
relevant to our technical approach, with an emphasis on the works
most relevant in terms of comparisons.

3D Reconstruction from Sketches and Drawings. There is a large
body of work in the space of 3D reconstruction from sketches and
drawings. Starting from hand-drawn inputs, several systems were
developed focusing on creating 3D shapes [Igarashi et al. 1999;
Nealen et al. 2007; Schmidt et al. 2007]. As deep learning matured,
subsequent research utilizes neural networks to predict depth rela-
tions, flow fields, and surface normals to mitigate the inherent ambi-
guity of single-view sketches [Li et al. 2018]. Other approaches [De-
lanoy et al. 2018; Han et al. 2020; Lun et al. 2017] have considered
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the incorporation of additional sketches (typically front and side
views). Early works [Buchanan et al. 2013; Dvoroznak et al. 2020]
used several heuristics to generate a texture mesh that can be rigged
and/or animated, starting from a single color input image. More
recently, research has shifted toward leveraging priors from gener-
ative models. For example, image-conditioned multi-view models
such as Zero-1-to-3 [Liu et al. 2023], MVDream [Shi et al. 2023] or
Wonder3D [Long et al. 2024] generate multi-view images via 2D
diffusion and reconstruct the 3D from them. It is possible to use
generative models to directly predict the mesh from a set of input
color images [Hunyuan3D et al. 2025; Xiang et al. 2025; Zhao et al.
2025a]. The results are impressive; however, the resulting meshes
don’t correspond exactly to the input image(s). Unless guided by
specifically designed tools [Zhou et al. 2023], multi-view drawings or
character sheets are not geometrically consistent. Weber et al. [2024]
investigated using 3D Gaussian representations with specifically
designed matching approach. In this space, the concurrent work
of Yoon et al. [2026] tries to address similar challenges; however,
the objectives are different. The proposed method compensates for
the inconsistencies from the input drawings while still optimizing a
single mesh representation. The rendering supports different layers
but the design choices are limited to a specific style.

Deformable and Animatable 3DGS. Since the first works [Kerbl
et al. 2023; Zwicker et al. 2001a,b] around 3D Gaussian Splatting
(3DGS), the field has seen several evolutions in particular moving to-
wards more controllable representation, such as tighter integration
between Gaussian primitives and explicit mesh proxies [Guédon
and Lepetit 2024a; Waczyniska et al. 2024]. SuGaR [Guédon and
Lepetit 2024b] introduces a regularization term that encourages
Gaussians to align with a coarse mesh. MILo [Guédon et al. 2025]
aims at detailed surface reconstruction. This is also beneficial for
dynamic tasks [Gao et al. 2024, 2025]. To bridge the gap between
high-fidelity splatting and skeletal animation, several works have in-
tegrated 3DGS with traditional rigging techniques [Kwon et al. 2024;
Liu et al. 2024]. However, these methods are primarily limited to hu-
man characters. RigGS [Yao et al. 2025] proposed a skeleton-aware,
node-controlled Gaussian deformation. However, it still requires ex-
tensive multi-view video data for training. Our method builds upon
the paradigm of anchoring Gaussians to a mesh proxy, specifically
tailored for articulated character synthesis and artist-driven control.
Our objective is not a precise 3D mesh reconstruction, rather, a
controllable and animatable representation, to support a drawing
driven character and asset creation. We in particular model effects
such as view-dependent line art and stylized shading, while having
relatively low data requirements. We can note that as we aim at
stylized content, we adopt losses somewhat similar to recent 3D GS
stylization works [Mei et al. 2024; Zhao et al. 2025b].

2D & 3D Character Animation. The animation of hand-drawn
characters has progressed from image-space deformations to 3D-
guided volumetric approaches. Classical techniques utilize As-Rigid-
As-Possible (ARAP) deformation to animate 2D shapes [Hornung
et al. 2007; Su et al. 2018; Takeo 2005]. The Animated Drawings
framework [Smith et al. 2023] recently popularized the approach for
diverse artistic styles. Guided by text-to-video prior, AniClipart [Wu
et al. 2025b] uses a differentiable ARAP algorithm to optimize and
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Fig. 2. Overview. Starting from an input image and an initialization mesh (generated automatically or provided by the artist), the pipeline consists of two

stages: the first focuses on generating and refining the geometry and base appearance; The second can be used to further define stylization or a variety of
static and view-dependent effects. Artists are in the loop throughout the process as they can adjust the mesh or the images at any moment. The result is an

animatable and controllable representation.

warp a clipart to a new pose. To bridge the gap between 2D artistic
expression and 3D geometric stability, DrawingSpinUp [Zhou et al.
2024] established a workflow by utilizing mesh reconstruction [Long
et al. 2024] and specialized silhouette line removal to produce anima-
tions from single character drawings. In a different vein, generative
models can be used for directly posing and animating characters [Hu
2024; Wang et al. 2025; Zhang et al. 2025]. While demonstrating
impressive results, they have several limitations that render them
challenging to use in artist workflows: large training dataset, no
explicit editable representation , etc. Combining the advantage of
both worlds, Zhou et al. [2025], construct an explicit 3D model for
an input hand-drawn character and the generation is seen as an
inpainting task guided by the rendered 3D. Despite the quality of
the results from a single image, it is unclear how complex effects or
additional images from different viewpoints can be integrated.

3  Overview

We introduce a framework for layered animatable character design,
starting from one or several reference images. We use automatic
mesh generation, and anchor a set of 3D Gaussians to the mesh. Then
we fit the mesh and Gaussians jointly to align with the reference
image(s). Following this initial fitting, we render a turntable of
depth maps to serve as a condition for a video generation model,
together with the original color images. By leveraging the video
model’s strong priors, we meaningfully extend color information to
alternative viewpoints while ensuring geometric coherence through
the rendered depth maps. The resulting frames are then integrated
as additional input for the 3DGS fitting. Crucially, this framework
allows for artistic intervention at multiple stages. For instance, an
artist can provide a custom initial mesh (even if it does not match
the image perfectly) which is particularly useful for transferring
existing rigs or animation sequences to new characters. Furthermore,
users can manually correct or edit the frames produced by the video
model, allowing our framework to act as a flexible guide and support
system for character design. The resulting mesh can be rigged using
Mixamo [Adobe Inc. 2022] for humanoid characters or more generic
methods such as RigAnything [Liu et al. 2025]. This rig serves as

a geometric driver: as the mesh deforms with the skeletal pose,
the anchored Gaussians follow the surface movement via fixed
barycentric coordinates.

Our framework (Figure 2) consists of 2 stages. We model the base
layer of the character in the first stage, and stylization or other con-
trollable view-dependent effects in the second stage. By combining
these features, users can produce complex, animatable characters
without the need for traditional, labor-intensive 3D modeling.

4 Stage |: Base Geometry and Appearance Optimization

We use a mesh-anchored Gaussian representation to combine the
flexibility of advanced appearance modeling with the practical ad-
vantages of an explicit mesh, such as standard rigging and animation.
Notably, our framework bypasses the need for perfect geometry
required by traditional workflows, accommodating approximate
meshes without significant loss in quality.

4.1

To ensure best results, it is important to remove from the reference
image(s) any view-dependent effects or lighting conditions that
should not be baked into the representation, especially if these
effects need to be controlled. If not available, other strategies can be
adopted either through specialized modules such as contour removal
or more generic image edit models [Wu et al. 2025a].

Data Preparation and Generative Priors

3D Mesh Preparation. We adopt TRELLIS [2025] to generate the
base geometry. Alternatively, this can be provided by the artist or
other mesh generation tools. We use standard mesh preprocessing
operations available in any 3D modeling software to ensure proper
vertex density and enforce manifold triangulation.

Generate Turntable via Video Synthesis. To minimize the manual
effort of providing multiple reference images, we leverage genera-
tive video diffusion models to synthesize the missing viewpoints.
Specifically, we use LTX-Video [HaCohen et al. 2026] to generate
a 360-degree turntable video. We condition the generation on the
reference image(s) and a depth video rendered from the initial fitted
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mesh. This guidance ensures that the generated video remains spa-
tially consistent with our geometric proxy. The resulting turntable
sequence is treated as pseudo-ground truth to supervise the joint
optimization of the mesh and Gaussian attributes.

4.2 Mesh-Anchored Gaussian Representation

Consistent with recent mesh-bound frameworks [Shao et al. 2024;
Waczyniska et al. 2024], we anchor our 3D Gaussians directly to the
surface of the triangle mesh. We begin by uniformly sampling N
points on the surface. Each Gaussian g; is defined by fixed barycen-

tric coordinates (w1, wo, w3) relative to a specific face f = (v, va, v3).

This is well suited for animation, as the position of a Gaussian p; at
frame ¢ is uniquely defined by the displaced vertices v(¢) as:

pi(t) = wivi(t) + wava(t) + wivs(t) (1)

where wi, wp, w3 € [0,1] and w; + wp + w3 = 1. This represen-
tation ties character appearance directly to underlying geometry,
bypassing the need for complex, learned deformation fields.

Local Coordinate Frames and Rotations. To ensure Gaussians ro-
tate naturally during animation, their orientation is strictly driven
by the mesh’s local tangent space. For each Gaussian, we construct
a time-varying orthonormal frame {x(¢),y(¢),z(t)} based on the
triangle’s current state. Let n;(¢) be the normal at vertex v;(t).
We interpolate a smooth normal at the Gaussian’s barycentric po-
sition fi(t) = winy(¢) + wany(t) + w3ns(t). Given a triangle edge
e1(t) = va(t) — vi(t), the local axes are computed as:

n(t) z(t) X e1(t)

z(t) = — ,y(t) = —————, x(t) = y(t) X z(¢ 2
aon Y fa xe o X 7YX @
The resulting rotation matrix R;(¢) = [x(¢#)|y(t)|z(t)] is converted
into a quaternion q; () for the splatting pipeline.

Dynamic Scale Compensation. To avoid "skin-cracking” or density
loss, we use a scale compensation factor scomp (). For a given mesh
triangle with vertices (v1, vy, v3), we define its local dimensions
using its base edge length L = ||vy — v1|| and its perpendicular
altitude H, measured from v3 to the base edge. At any given frame
t, we adjust the Gaussian scales by comparing the current triangle
dimensions (L, H) to their rest-pose reference (Lyef, Hyef):

L(t) H(t)

— sy(t) = . ®3)
Lref v Href

The scale along the normal direction (s;(t)) is inversely adjusted
based on the surface expansion:

sx(t) =

sz(t) = clamp 0.5,1.5 (4)

1
sx (1) - Sy(t)’
scomp (t) gives the final scale of the Gaussian. This is in line with
related work in mesh-anchored Gaussian representations.

4.3 Multi-Layer Gaussians

We introduce a multi-layer Gaussian strategy to provide a richer
volumetric "shell" around the character, which enables the support
of complex stylization and view-dependent effects. At initialization,
we distribute Gaussians uniformly across the mesh surface and
create additional layers by displacing them along the vertex nor-
mals, both inward and outward (See Figure 3.a). All layers remain
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strictly anchored to the underlying mesh topology via barycentric
coordinates. We keep the same approach of adjusting Gaussian’s
orientation and scale based on the mesh deformation. During stage I,
the inner and surface layers are optimized, whereas the outer layers
are kept fixed and completely transparent.

4.4 Joint 3DGS and Mesh Optimization

We employ a joint optimization strategy and backpropagate the
rendering loss simultaneously to the Gaussian attributes and the
mesh vertices. While the Gaussians learn surface colors and low-
degree Spherical Harmonic (SH) coefficients, the mesh updates its
vertex positions to better represent the character’s geometry. We
deliberately constrain the opacity of all Gaussians to 1.0 and fix their
intrinsic scales. This forces the model to minimize the photometric
error primarily by deforming the mesh vertices.

Reconstruction Loss. The primary supervision is derived from the
provided reference(s) and the synthesized turntable frames. The
reconstruction loss incorporates both color Lin, and alpha-mask
L nask components:

Lrec = Ai-ﬁimg(cvy év) + Am-ﬁmask(av: &U)~ (5)

where C, and &, represent the rendered color and opacity, while C,
and &, are the corresponding (pseudo) ground truth values. Lip, is
a weighted combination of L; distance and a structural similarity
term (D-SSIM). The mask loss L5k is implemented as a mean
squared error between the rendered alpha and the ground truth
mask if available. We employ a multi-background training strategy,
rendering the asset against random, white, and black backgrounds.

Style Consistency Loss. This loss ensures the appearance remains
consistent across viewpoints where no (pseudo) ground truth is
available. It consists of a style loss L. [Mei et al. 2024], aligning
output and target distributions in feature space, and a Semantic
Color Consistency Loss, Ljyszer- This term acts as a structural prior,
ensuring that Gaussians belonging to the same semantic region
undergo synchronized stylistic updates.

The consistency loss L yster is structured in two phases: Initial
Semantic Grouping and Dynamic Consistency Optimization. Prior
to the stylization process, we employ the K-Means algorithm to
partition the total N Gaussian primitives into K disjoint clusters
{81,852, ..., Sk} based on their initial base colors ¢; (distilled from the
source mesh). These assignments remain fixed during optimization
to serve as a stable spatial-semantic reference.

During the stylization phase, we compute the centroid p; for
each cluster in the current latent color space: p; = ﬁ 2 jesSi Cjs
where c; denotes the current color attribute of the j-th Gaussian.
The consistency loss L j,szer is then defined as the mean squared
error (MSE) between each Gaussian’s color and its respective cluster

centroid:
1 K 2
Letuster = ]T] Z Z |Ci - ”k| (6)

k=1i€Sk

Our overall style consistency loss is a weighted combination of
the VGG-based style loss and the proposed cluster regularization:



Leons = AstyleLStyle + Actuster Leluster (7)

Geometric Regularization. To maintain an accurate and smooth
mesh during vertex deformation, we apply geometric constraints
on the mesh’s vertex positions V: (a) Normal Consistency [Ravi
et al. 2020]: minimizes the angular difference between neighboring
face normals to encourage surface smoothness; (b) ASAP Loss [Liu
et al. 2008]: to regularize the deformation process, while less strictly
penalizing change in edge length (e.g., ARAP loss [Igarashi et al.
2005]); and (c) Edge Length Regularization [Mescheder et al. 2019]: to
prevent extreme stretching of individual triangles and maintain a
well-conditioned mesh topology throughout the deformation.

The final objective function is a weighted sum of all components:

L= Lrec+ Leons + AnormLnorm + AasapLasap + Aedge Ledge 3)

5 Stage II: Designing Stylized Characters

In a second stage, we model the outer layers of the Gaussians for
both static stylization and more complex and controllable view-
dependent effects, while keeping the mesh fixed.

5.1 Layer-Decomposed Stylization

Artists paint stylization effects in separate layers to isolate and refine
different aesthetic components while keeping the underlying design
intact. Similarly, our multi-layer Gaussians initialization enables
fine-grained stylization by assigning distinct roles to different Gauss-
ian layers. Specifically, the inner and surface layers are optimized
to capture the character’s base appearance and perform reference-
based stylization. The outer layers instead are dedicated to static
stylistic edits, like texture overlays, and some view-dependent ef-
fects, such as line art. Other view-dependent effects such as lighting,
can be selectively or collectively applied across these layers.

To model view-dependent effects, we use a lightweight Multi-
Layer Perceptron (MLP). Conditioned on the desired controls (e.g.
camera parameters, Gaussian attributes and local geometric fea-
tures), the MLP outputs per-primitive information used to modulate
Gaussian attributes, such as color, opacity, and scale. We supervise
this process using image pairs representing the presence and ab-
sence of the targeted effect. Once trained, the MLPs can be applied to
other characters, enabling artists to apply consistent effects across
multiple assets without retraining.

Multiple stylization layers can be trained independently and ap-
plied jointly, with or without the base layer, allowing for a highly
flexible and modular stylization workflow. By leveraging this multi-
layer structure, we achieve diverse stylistic expressions while main-
taining high geometric consistency across various poses and dy-
namic sequences. The complete pipeline is illustrated in Figure 3.

For all stylization effects, we assume that the artist provides one
or more references, which our framework extends to the entire char-
acter geometry. Similar to the first optimization stage, we synthesize
the missing stylized viewpoints with LTX-Video [HaCohen et al.
2026] to serve as pseudo-ground truth. Next we present how the
proposed representation models different static and view-dependent
effects, and introduce additional losses that facilitate the stylization
process.
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5.1.1 Static effects.

Reference-based Stylization. For reference-based stylization, we
assume that the artist provides a reference(s) with a new final look
for the character, rather than different stylization layers. Therefore,
to learn the new style, we align the Gaussian primitives from the
first stage (inner and surface layers) with the new target artistic
distribution by optimizing L,ec and L¢ons. This process enables
the model to inherit the specific style, color palettes, and material
properties while preserving the character’s geometric identity. The
outer layers are kept transparent.

Texture Overlays. Different from reference-based stylization, we
use the outer layers Gaussians to learn a texture overlay, and keep
the inner and surface layers frozen. For the same outer layer Gaus-
sians, we can learn different texture overlays, i.e. different Gaussian
attributes, that get composited together in the desired order to
produce the final stylized character. For each texture overlay, we
optimize the Gaussian primitives (color, opacity, scale) using Lyec
together with a dual-term regularization loss L4 for the opacity
values.

Lact = AsLsparse + /lbLbinary 9
where Lsparse is a sparsity loss, defined as an L; penalty to encour-
age a parsimonious selection of Gaussians for each texture overlay,
and Lp;pqry is the binary entropy loss to ensure a sharp transition be-
tween texture overlays. This pushes the opacity values towards the
discrete limits of {0, 1}, creating a clear boundary between stylistic
layers.

5.1.2  View-dependent effects. View-dependent effects are modeled
through a lightweight Multi-Layer Perceptron (MLP).

Line Art. View direction and surface orientation are critical for
line art effects. Therefore, we condition the line art MLP on the
angle between the Gaussian normal and the camera view direction
0, the local surface normal n, the layer depth d (originating from our
multi-layer initialization) and the view direction v. The resulting
input feature vector f;,,¢qr+ for each Gaussian is:

Siineart = [0,n,d, V] (10)

The MLP outputs a per-primitive activation via a sigmoid function,
to determine which outer layers Gaussians are influenced by the
effect. By training on image pairs with and without line art, our
model learns a mapping that generates stylized contours across all
poses (see Figure 2). The user can adjust the color and scale (line
thickness) of the Gaussians without retraining the core mapping.
For line art, we limit the MLP to only influence the outer layers Gaus-
sians, and optimize the MLP weights using L. together with the
same dual-term regularization loss L4 for the activation values.

Lighting. A similar approach can be adopted for adjusting charac-
ter shading based on light information. The lighting MLP receives a
feature vector fjigp, for each Gaussian, defined as:

Sright = [P, 1 v, 5] (11)

where p and n are the position and normal of the Gaussian, 1 and
v are the normalized directions to the light source and camera
respectively. For simplicity, we focus on a directional plane light
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Fig. 3. Multi-layer Stylization. We introduce a multi-layer Gaussian representation as a rich volumetric "shell" around the character. This allows artists to
control complex texture stylized overlays and view-dependent effects in different layers. View-dependent effects such as line art or lighting are modeled
through an MLP and are transferable across characters. Multiple stylization layers can be trained independently and applied jointly.

source (analogous to an area light in Blender) and compute a shadow
feature s via a differentiable orthographic depth-testing module,
consistent with the parallel-ray nature of a plane light. We first
render a global depth map from the perspective of the light source.
For each Gaussian, we project its mean position into the light’s clip
space and compare its depth (dist;) against the sampled depth from
the light-space depth map (dj;yp,; ). The shadow feature is determined
via a sigmoid-based threshold:

s=0 (K (distz — diggn - €)) (12)

where k controls the penumbra transition and e prevents self-shadowing

artifacts. This results in a value where s ~ 1 indicates the Gaussian
is in shadow.

The MLP predicts diffuse (k;) and specular (k) coefficients to
modulate the light source L, (defined by its color Cr, and intensity
Pyp). The final color ¢y is calculated as:

Cout = (Cpase “ kg L) + (ks - L~ Imax) (13)

where cp,5e represents the pre-trained base color of the Gaussian
and Iygx = 4.0 is a scalar multiplier that controls the maximum dy-
namic range of the specular highlights. Using this parametrization,
the model learns to represent complex light-material interactions.
This decoupled structure allows for high-performance interactivity.
Parameters such as light color Cy, intensity Py, light direction 1,
and shadow sharpness k can be modified in real-time without any
retraining. Only the reconstruction loss Ly¢¢ is used to optimize
the Lighting MLP weights.

5.2 Image Post-processing

To mitigate residual artifacts common in 3D Gaussian Splatting,
we incorporate the state-of-the-art single-step diffusion refinement
model Difix3D [Wu et al. 2025c]. We utilize the original 2D character
sheet as a consistent style reference, allowing the diffusion prior to
enhance high-frequency details and sharpen stylized boundaries.
This post-processing step increases the visual fidelity of the final
output while preserving the character’s original design intent.
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6 Experiments
6.1 Implementation Details

Framework and Hardware. Our framework is implemented in
PyTorch. All experiments, including training and final inference,
were conducted on a single NVIDIA GeForce RTX 4090 GPU.

Model Representation and Architecture. For multi-layer Gaussian
initialization, we sample Gaussians from seven layers: one central
layer on the mesh surface, three layers displaced internally along the
surface normals, and three layers displaced externally. The density of
Gaussians in each layer is scaled proportionally to the local surface
area of the mesh. To maintain computational efficiency and real-
time rendering performance, we cap the total primitive count at 1.5
million Gaussians per character. For the view-dependent effects, we
employ MLPs that operate independently on the feature vectors of
each Gaussian. The hidden space is set to 64 channels, while the
input dimensions depend on the specific use case.

Training Details and hyperparameters. We use the Adam opti-
mizer, with learning rates of 0.0005 for mesh vertices, 0.0025 for
colors, 0.005 for scales, and 0.05 for opacities. The number of color
clusters is set to 32. Mesh refinement takes between 2K to 20K steps
depending on the desired quality, while each static/view-dependent
stylization is trained for 10K steps. Loss weights during training
are: Aimg =10, Apask = 10, Astyle = 0.2, Acjuster = 10, Anorm = 1,
Aasap = 100, and A.q44e = 2. Each view-dependent effect is trained
on 400 paired images rendered from an existing artist-built asset.
Once trained, the MLP architecture enables real-time inference on
entirely unseen characters. All evaluated results across different
characters are generated from this single, unified set of MLPs with-
out any per-case optimization. The sole exception is the triceratops
character, where we fine-tuned our pre-trained MLP on just two
artist-provided images to capture the specific lighting style.

Training and Inference Time. The process spans two distinct stages:
the initial optimization of geometry and appearance, and the sub-
sequent stylized rendering including view-dependent effects. De-
pending on the desired quality of the geometry and the number
of input reference images, the mesh refinement takes from 10 min-
utes to an hour, and the appearance reconstruction takes 15 min-
utes. In the second stage, each layer-decomposed stylization effect



Table 1. Mesh refinement ablation study. Results are averaged across the
entire Synthetic 3D Models set. Bold indicates the best performance.

CD (1073) | | F-Score (%) 1 | Precision (%) T | Recall (%)7 | NC 1
TRELLIS 0.4385 60.3853 60.9950 59.9267 0.8443
w/0 norm 0.1426 86.7330 90.4010 83.7023 0.8139
w/o ASAP 0.1553 88.3258 94.4003 83.3317 0.9034
ours 0.1517 88.6621 94.6967 83.7310 0.9076

Table 2. View-dependent effect training ablation study. Results are averaged
across 400 random camera angles. Bold indicates the best performance.

Number of training images | PSNR(T) | LPIPS(]) | tLPIPS(]) | Chamfer distance px(])
4 24.6449 0.1099 0.0425 2.8920
40 25.0791 0.0811 0.0159 1.4976
400 25.2089 | 0.0792 0.0134 1.4648

Table 3. Quality degradation (LPIPS]) compared to ground truth. The angle
indicates the deviation from the training view.

Method 0° 45° 90° 135° 180° 225° 270° 315°

TRELLIS 0.1331 | 0.1730 | 0.2461 | 0.2311 | 0.1951 | 0.2333 | 0.2362 | 0.1842
ModelSheetTo3D 0.2166 | 0.2477 | 0.2529 | 0.2503 | 0.2385 | 0.2668 | 0.2556 | 0.2420
LTX (w. TRELLIS depth) | 0.0083 | 0.1683 | 0.2455 | 0.1816 | 0.1636 | 0.2352 | 0.2514 | 0.1473
Ours 0.0184 | 0.1593 | 0.2219 | 0.1786 | 0.1191 | 0.1975 | 0.2229 | 0.1314

requires 10 minutes of training time. Inference for rendering the
view-dependent effects is real-time.

6.2 Datasets

We perform experiments on a variety of datasets. First, Hand-drawn
Illustrations from the Amateur Drawing Dataset [Smith et al. 2023].
This set is used to evaluate and compare against methods animating
a character from a single image. Second, we use Synthetic 3D Models
which is needed to quantitatively evaluate geometric reconstruc-
tion accuracy and test our method on more complex characters. We
build this set using both in-house models and models from Sketch-
fab [Sketchfab Inc. 2026]. Finally, we use artist-made multi-layer
drawings, to experiment with layered rendering and our artist-in-
the-loop concept for character design.

6.3 Ablation Study

Initial Fitting and losses. Our initial fitting process is analogous to
several works in the field of mesh-anchored Gaussians [Guédon and
Lepetit 2024b; Tobiasz et al. 2025; Waczynska et al. 2024]. We also
note that obtaining a more precise mesh is beneficial, however we
are more interested in being able to render images. The main benefit
of the mesh is for artist control and animation. Mesh refinement
results are quantitatively assessed on the Synthetic 3D Models us-
ing Chamfer Distance (CD), F-Score, Precision, Recall, and Normal
Consistency (NC). Following standard 3D reconstruction evaluation
protocols, all meshes are normalized to a unit sphere. As shown
in Table 1, the initial mesh generated by TRELLIS serves as our
baseline. We then compare this against two ablation configurations:
"w/o norm" (removing Lyorm) and "w/o ASAP" (removing Lgsap)-

Advantage of Using Video Generative Models. Using the generative
video model to synthesize additional views for 3DGS fitting largely
improves the quality of the rendering. Figure 4 shows for 1 and 4
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input views, how the resulting animation behaves. Using a single im-
age, there are obvious rendering errors, and using a post-processing
step [Wu et al. 2025c] is not sufficient to fix the errors. Using the
additional views generated by the video model clearly helps. The
additional image processing is most useful in this case, as it helps
fix smaller issues.

MLP Training. We train the line art MLP using varying numbers
of views from a single character. In Table 2, we evaluate its gener-
alization on 400 randomly sampled views of another character for
which ground truth is available. Even with only 4 training views,
the MLP captures the underlying view-dependent behavior and
successfully transfers it to the unseen character.

6.4 Comparisons

Character from Single Image. For animation from a single image,
we compare against DrawingSpinUp [2024], AnimateAnyone [2024]
and LTX-2.3 [HaCohen et al. 2026]. These methods cover the range
of skeletal and diffusion based animation. Unfortunately we could
not compare against a recent method [Zhou et al. 2025] as the
model was not publicly available We used OpenPose as guiding
signal for AnimateAnyone [Hu 2024]. This conditioning was unsuc-
cessful for LTX-2.3, so instead we used depth maps produced by
our mesh as condition. Results are illustrated in Figure 6. Results
are of comparable quality to DrawingSpinUp in the simpler drawing
style, but our method seems to perform better on the characters
from the Synthetic 3D Models set. AnimateAnyone is not adapted for
this task without any fine-tuning. Despite using the higher quality
depth map from our mesh, the video diffusion model would still
deviate from the model as the motion becomes more and more com-
plex. More importantly, our method is able to address a larger set
of applications as demonstrated next. In supplemental material we
provide video results and compare against DrawingSpinUp.

Quality degradation. Using only the front view as input, we mea-
sure the prediction degradation (LPIPS]) of different methods versus
the ground truth (See Table 3.) On the input viewpoint (0°), LTX
is reproducing the image and quality loss is due to the VAE. Our
method produces significantly better results on all the viewpoints,
at the cost of a slight difference with the input view.

Character from Multiple Images. Our method can be extended to
using multiple input images. For this we compare against TREL-
LIS [Xiang et al. 2025] and ModelSheetTo3D [Yoon et al. 2026]. We
use an example from their dataset, a model from our Synthetic 3D
Models set and an artist made drawing. In the case of the artist made
drawing, we have access to the different layers and we support
modeling and rendering them. In all cases our method is able to
produce the best results. The exact views and additional viewpoints
are provided in supplementary material.

To quantitatively evaluate our method against the baselines, we
use four 3D characters to render ground truth turntable images.
We provide 4 input views for each character. LTX is additionally
guided by TRELLIS depth maps. As shown in Table 4, LTX is a
strong generator, but our mesh-anchored optimization yields closer
GT alignment, suggesting our method corrects inconsistent video-
generated supervision rather than amplifying it.
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Table 4. Quantitative comparison on the Synthetic 3D Models set.

Method PSNR(T) | SSIM(T) | LPIPS(]) | CLIP(]) | tLPIPS(])
TRELLIS 18.9448 | 08843 0.1140 0.9190 0.0051
ModelSheetTo3D | 14.8611 | 0.8532 0.2322 0.9115 0.0094
LTX 22,5696 | 0.9190 0.0405 0.9585 0.0062
Ours 23.8219 | 0.9346 | 0.0337 | 0.9687 0.0035

Table 5. User preference for animation and stylization tasks (ours vs others).

The number of answers is in parentheses.

Task Temp.Consistency | Faithfulness to Ref | Overall Quality
Al tasks 81.37% (559/687) | 82.97% (570/687) | 80.49% (553/687)
Animation | 82.37% (285/346) 88.15% (305/346) | 84.39% (292/346)
Stylization | 80.35% (274/341) | 77.71% (265/341) | 76.54% (261/341)

Table 6. User preference for our method against each baseline, averaged
for the two tasks. The number of answers is in parentheses.

Baseline Temp.Consistency | Faithfulness to Ref | Overall Quality
AnimateAnyone | 100.00% (113/113) | 100.00% (113/113) | 100.00% (113/113)
DrawingSpinUp | 72.88% (86/118) 75.42% (89/118) 76.27% (90/118)
LTX 74.78% (86/115) 89.57% (103/115) | 77.39% (89/115)
Table 7. Run time efficiency analysis.

Method Preparation time (min) | Inference time per frame (sec)
AnimateAnyone 5 33

LTX 3-60 0.7
ModelSheetTo3D 5 5.3
DrawingSpinUp 25-30 0.3

Ours 25 - 60 0.05 w/o Difix, otherwise 2.5

User Study. We conducted a two-alternative forced choice user
study with 26 participants (including 4 artists) comparing our ani-
mation and stylization results against existing methods. The user
study consisted of two tasks: (1) Animation: with 5 characters and
different animations. (2) Stylization: with 3 characters and 5 styles.
We evaluated user preference (ours vs others) on temporal consis-
tency, faithfulness to reference, and overall quality. The results are
summarized in Table 5 and Table 6. Most users preferred our method
over the baselines, indicating that our approach is more effective
in maintaining temporal consistency, faithfulness to reference, and
overall quality in both animation and stylization tasks.

Runtime efficiency. As the workflows largely vary across meth-
ods, we summarize this into 2 parts: preparation time and inference.
The preparation time includes mesh generation, fitting, any ap-
pearance fine-tuning or control signal extraction. The inference
time represents the time to render an image from a control signal.
On the inference part we note that our splatting-only rendering is
real-time, which is needed for animators. The final rendering with
post-processing can be slower. This division maps to traditional
animation pipelines, which utilize rapid viewport rendering (e.g.,
OpenGL) during the authoring phase, followed by slow high-fidelity
ray tracing for the final output.

6.5 Applications

The proposed approach has several advantages. Figure 5 shows how
aline art MLP trained using paired images with and without line art,
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can be applied to other characters and even be modified in terms of
color and thickness in real-time. Similarly, Figure 8 illustrates how
a lighting MLP can be trained on images with and without lighting
to shade the Gaussians, allowing artists to adjust the light direction
or color in real-time. For character stylization, we update the base
layers of the Multi-layer Gaussians. Figure 9 shows results for 2
different characters from the Synthetic 3D Models set.

The most interesting application is however to leverage the pro-
posed workflow to design stylized characters, where 3D modeling is
not a requirement. This can be beneficial in the early ideation phase
or for strongly stylized characters. Figure 11 shows an example of
this workflow that we tested with 2 artists.

Workflow Protocol. Artists draw a character reference with differ-
ent layers, taking 10 to 60 minutes depending on complexity. Our
system then generates a 3D stylized asset within 60 minutes (de-
pending on the number of stylization layers). Artists inspect novel
angles and animations, select an unsatisfactory viewpoint and/or
pose, render its layers, and correct them. If only appearance fixes
are needed, our system can improve the character within seconds.
Otherwise, if the artist would like to correct the geometry, it would
take longer depending on the complexity of the geometry fix. While
quality drops when navigating to viewpoints significantly distant
from the initial input, artists can easily integrate new drawings for
those angles to progressively refine the 3D model.

Advantages and Artist Feedback. Both artists believe that focusing
on drawings and skipping 3D modeling is highly beneficial for cre-
ating stylized characters that utilize traditional 2D visual language.
While traditional workflows require alignment lines to maintain
proportions, our tool ensures geometric consistency by anchoring
corrections to the predicted 3D structure. Current workflows for
achieving 2D stylized characters require 3D modeling and complex
shaders, which typically take a few days according to our interviews.
Our workflow bypasses this complexity and is significantly faster,
making it ideal for rapid look development and prototyping. Finally,
other generative-assisted baselines show worse performance and/or
lack of control. Currently, the primary obstacle remains output qual-
ity. For future development, both artists recommend focusing on
improving quality and control, addressing issues like noisiness, and
ensuring the tool is highly responsive to edits.

7 Discussion

We present a novel framework for generating animatable stylized
4D characters from sparse 2D references, which achieves superior
performance in both quantitative metrics and qualitative assess-
ment. Our layer-decomposed stylization provides artists with flexi-
ble control for character stylization and design. Artists’ feedback
is encouraging and future work will focus on addressing current
limitations. This includes (1) inaccuracies in the mesh proxy (due
to occlusion and complex structures), which doesn’t capture the
correct topology (Figure 10), (2) Strongly inconsistent references or
(3) Highly unique or heavily stylized inputs (Figure 11 triceratops)
that deviate from the video model’s training distribution.
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Using 1 Input Image

hohoRefe

Mesh + GS fitting
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Using 4 Input Images

Full method Mesh + GS fitting ~ Mesh + GS fitting

w. Difix

Mesh + GS fitting
w. Video Prior

Full method

w. Video Prior

Fig. 4. Ablation Views and Generative Priors. Using the generative video model to synthesize additional views for 3DGS fitting largely improves the quality of
the rendering. Using images only for fitting, there are obvious rendering errors. Using a post-processing step Difix [Wu et al. 2025c] is not sufficient.

Input images

with/without line art

P KXXRR

The learned effect is transferable to other models

Change line color Change line thickness

Fig. 5. Line art. The input images are provided with and without line art. They are used to train an MLP to be applied on the Multi-layer Gaussians. Once
trained, it can be applied to other characters. Both color and thickness can be controlled.
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Fig. 6. Single drawing animation: When starting from a single image, our approach achieves comparable or better results than existing methods.
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TRELLIS [2025]

ModelSheetTo3D [2026]

Ours

Fig. 7. Modeling using a character sheet. TRELLIS [Xiang et al. 2025] achieves impressive results for a fully 3D mesh reconstruction method. However,
the resulting mesh doesn’t exactly reconstruct the input images. We note also issues as the input images are outside of distribution (e.g. the dog). The
ModelSheetTo3D [2026] is well suited for characters with simple colors, but it struggles more with the other examples. Our method is able to represent
both examples, while it can properly render lighting and line work. For each set, the first image corresponds to an input view while all the others are newly
generated. The examples have respectively 3, 4 and 1 input image(s).

Input images Manipulating the light 5
t }\\ <
B4 N/ /

“\ Mesh topology failure
with/without lighting Direction Color Inputs Inputs Result E.‘ E
Fig. 8. Lighting. We use input images with and without light-  Fig. 9. Examples with character stylization. Given a Interpolation artifacts
ing. The MLP is then used to shade the Gaussians. Both light  single stylized reference, our model extends the style
direction and color can be adjusted. to all views and poses. Fig. 10. Limitations of our approach.

Results

Initial input image Result with 1 Image Artist Correction

Layers Mesh Layers

Fig. 11. Artist in the loop. Artists often paint stylization effects in separate layers to isolate and refine different aesthetic components while keeping the
underlying design intact. Given a single layered stylized reference, our model creates a multi-layer animatable character. Artists can freely adjust different
layers from different viewpoints and quickly see the updated results. This allows for a highly flexible and modular stylization workflow.
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